
Academy of Robotics Response to the Law Commission’s Consultation
on Remote Driving

Q1. Academy of Robotics would recommend that remote driving should only be defined as
someone who exercises a), b) AND c) as in order to have full control of the vehicle they must
have both longitudinal and lateral control and must exercise this control with a clear
understanding of the environment. In order for a remote driver to exercise control rather than
simply executing an action, they must also be monitoring the driving environment to be able
to determine an appropriate response.

Actions such as braking should be considered as interventions rather than control.

Q2. Academy of Robotics would only consider them to be a remote assistant if the A.I/AV has
no conditions or checks within the software which would mark the assistant’s trajectory as a
higher priority than the AI/AV’s own internal calculations. Or, if the suggested trajectory
wouldn’t be automatically implemented by the AV, but rather only provides a probabilistic
alternative which gets processed by the AV software.



If the remote assistant has the means to enforce the desired trajectory onto the AV and
override the trajectory set by the AV’s software, this would be classified as a remote driver
when the conditions of 1.a., 1.b and 1.c are met.

Q3. Yes. However, they should only be considered a “remote driver” when the wireless
connectivity allows them to meet all of the conditions detailed in 1a, 1b and 1c.

Q4. For the Academy of Robotics’ views on this on construction and use provisions in
Academy of Robotics’s paper, “Industry Context: Submission to the Law Commission
regarding the practicalities of Remote Driving when training AVs”

Q5. Given that multiple parties may be responsible for different parts of the overall AV system
complications, Academy of Robotics believes that this may lead to complexity in processing
claims. It may be necessary to determine where the fault arose within the system before a
claim can be processed. It is important to note that the hardware may also have an impact on



the performance of the system.

Q6. It is the view of the Academy of Robotics that a vehicle should have local fail-safe
measures in place and should constantly regulate the integrity of data being
sent/received and the connections. Any safety flags that are thrown up by the local
system or relayed from the remote system must then trigger a dedicated
emergency/safety-mode where the vehicle performs basic manoeuvres to bring itself
to halt in a secure, non-interfering way to surrounding traffic. This processing must be
done locally on the AV and not remotely. However, the AV may supplement whatever
data/inputs were available from the remote connection before the connection stream
was interrupted with its own predictions.

Q7. In the opinion of Academy of Robotics, it is not safe to depend on remote driving
alone. A suitable risk mitigation system would not need to meet Level 5 standards of
autonomous driving, but could be a simplistic navigation where it uses camera,
distance sensors and its last-known position, data packets from the remote connection
to park/halt or steer the vehicle in the safest possible manner up to a range of 10-15
metres.



If the AV has autonomous driving capabilities it could switch to this mode completely,
but even if it doesn’t, it must have pre-set emergency responses and some form of
self-monitoring of the connection stream.

.

Q8. Academy of Robotics would strongly advise against permitting AV to be controlled
from a separate country and jurisdiction. From a technical perspective there are many
challenges such as driving rules, driving culture, orientation with UK-specific feature
training and relevant infrastructure.

Protocols, training courses, licence types, operational limits and penalties for breaches
need to be consistent and unified across the relevant jurisdictions for this to be
considered as a practical option. This would require implementation of bi-lateral or
multilateral agreements and frameworks to be put in place between different
government stakeholders and adequate provision for supervision and maintenance of
such regulation across these jurisdictions.

The time-zone problem also needs to be considered within the psychological aspects
of vehicle control: how reliably could a controller in a location at 11 pm (night time)
respond to events happening on a UK road at 1 pm in the afternoon.

Q9. In summary, in the view of Academy of Robotics, under current conditions,
considering the challenges detailed above, we would recommend prohibiting remote
driving on roads in Great Britain from outside the UK.



Q11.(8.)
In reference to regulation 104 it should be considered that there may be instances where data
capture concerns would prevent a remote driver having the same sort of full view of the road
as they would through the human eye. In such circumstances the remote driver may be
viewing the road in a redacted or simplified form where the visual data has gone through
redaction and feature blurring. Such software may obscure objects into large bounding
boxes/blocks or only display the road and its surrounding edges.

Q11. (9.)
In order for a vehicle to be considered “attended” Academy of Robotics recommends that a
remote operator should have the capacity for 360 degree monitoring of what is going around
the vehicle and the means to obstruct the interference and produce actions on the vehicle.
Additional safety measures to be considered could include options to remotely inform
authorities or trigger anti-vandalism and theft safety measures.



Q12. Academy of Robotics recommends that, considering the imminent transition to a
transport ecosystem which includes Electronic Vehicles operating in Manual, Semi-
Autonomous, Manual Assisted (ADAS), Fully Autonomous, Remote-Driving and Remote-
Assistance modes, including provisions from the CCAV code of practice for remote driving
would reduce and clarify liability concerns for operators and insurers and encourage wider
adoption of the technology. It would also help to raise awareness around the legislation for the
technology with the wider public supporting the concomitant progress of regulation and
innovation.

Q13. Please refer to the Academy of Robotics’s paper, “Industry Context: Submission to the
Law Commission regarding the practicalities of Remote Driving when training AVs”

Q14. Academy of Robotics agrees that it will be helpful to have a suitable term to distinguish
between the individual and the organisation in relation to remote driving. However, we would
also like to note that complexity may arise in defining the ERDO when multiple companies
may be involved in the system. This may be easier to define when there are scalable
applications of remote driving on roads.

Q15.  Academy of Robotics is broadly happy with and notes that the remote driver must be
able to focus on the primary field of view of the view in front and should also have the capability
to either switch to view or view in parallel, the scene behind the vehicle (akin to using a rear-
view mirror).



Q16. Academy of Robotics would welcome greater clarity on how potentially subjective terms
like “good repute”, appropriate financial standing and professionally competent are defined.
The criteria may need to be more specific including factors such as as company turnover,
letters of reference, vetting or a background checking process.



Q17 - Academy of Robotics agrees that this should be a requirement.
Q19 - Academy of Robotics would also recommend adding periodic audits and safety checks
similar to those that Academy of Robotics carries out for AV technology covering networks
and the data-information processes as the technology is rapidly evolving.

Q21. Academy of Robotics agrees that they regulator should have this power

Q22. Academy of Robotics would recommend that regular inspections similar to the MOT
process are carried out by a regulatory body and recommends that if there is a serious
incident, then ERDO has rights to examine and perform an audit as in other sectors like
Aviation.

Q23. Yes, Academy of Robotics considers this to be a very important provision.
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OBJECTIVE
The following information has been provided in order to give practical context 
to some of the issues relating to the regulation of remote-driving, particularly 
for self-driving goods vehicles.



BACKGROUND AND CONTEXT
The Law Commission’s Remote Driving Issues paper has brought some key 
considerations to our attention which would be relevant to the successful 
and safe development of technology in the wider industry. 

The key considerations we will address 
in this paper concern:

• The definition of a “special motor vehicles” and how the STGO (SPECIAL 
TYPES GENERAL ORDER) exemptions from the Construction and 
Use Regulations might apply to vehicles and technology such as that 
developed by Academy of Robotics. 

• Regulation 109, on the use of screens for non-driving related activities; 
and 

• Regulation 110, which prohibits the use of mobile devices 
whilst driving.
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“Special Motor Vehicles”

The Law Commission Issues Paper notes that “Special motor vehicles” are 
considered exempt from regulation 110 but not from regulation 109. 

However, it also states that: 
• 3.51 The STGO lists “special types” of motor vehicles and trailers. 

These include track-laying vehicles; straddle carriers; vehicles with 
moveable platforms; pedestrian-controlled road maintenance vehicles 
and many more.

• 3.53 A vehicle which belongs to one of these categories may only be 
used for tests, demonstrations or ancillary purposes. 

• Paragraph 2 of Schedule 11 provides that relevant vehicles may only be 
used on roads for— (a) testing; (b) demonstration; (c) delivery on sale; 
or (d) proceeding to, or returning from, a manufacturer or repairer for 
construction, repair or overhaul. 

• 3.54 Paragraph 5 of Schedule 11 also prohibits a vehicle in these 
categories from carrying “any load” or transporting “goods or burden”, 
other than its own necessary gear and equipment and any “apparatus 
or ballast” needed to carry out tests or trials of the vehicle.
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Regulation 109

Regulation 109 prohibits a driver from being in a position to see a screen 
which displays non-driving related information. It states that: 

(1) No person shall drive, or cause or permit to be driven, a motor 
vehicle on a road, if the driver is in such a position as to be able to see, 
whether directly or by reflection, a television receiving apparatus or 
other cinematographic apparatus used to display anything other than 
information—

(a) about the state of the vehicle or its equipment; 

(b) about the location of the vehicle and the road on which it is located; 

(c) to assist the driver to see the road adjacent to the vehicle; or 

(d) to assist the driver to reach his destination
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KEY AREAS OF CONCERN
This means that under the current legislation if the vehicle can be classified 
as a “special type,” mobile devices can be used, but the use of screens for 
non-driving related activities would be considered a breach. The current 
definition of permitted driving related information does not consider the type 
of activity involved in training an AV and may therefore cause complications.

In order to support the Law Commission in regulating this type of usage, 
Academy of Robotics has explained the process used by Academy of Robotics 
to train the AI used for our AVs and the importance of this activity in ensuring 
the safety of such technology.

A C A D E M Y  O F  R O B O T I C S ’  I N D U S T R Y  C O N T E X T 



ACADEMY OF ROBOTICS 
INTRODUCTION
Academy of Robotics is a technology institute which designs and builds 
autonomous robotic technology. By combining the best techniques from 
machine learning and mechatronics, Academy of Robotics builds powerful 
self-adapting machines and task specific artificial intelligence. Its current 
product portfolio includes self-driving delivery vehicles for large organisations, 
road defect detection technology and indoor logistics robots for moving goods 
within large buildings such as hospitals or hotels.

In 2020 its electric Kar-go Delivery Bot became one of the first vehicles 
designed for self-driving delivery to be licensed to drive on the roads in 
Europe. Its technology has been used by the Royal Air Force in the UK, Eurovia 
UK (part of the Vinci group) and is currently being trialled by a leading NHS 
(National Health Service) Hospital Trust with a view to expanding the use of 
this technology across the UK.

A C A D E M Y  O F  R O B O T I C S ’  I N D U S T R Y  C O N T E X T 



COMMENT ON THE NATURE OF TRIALS
Academy of Robotics is concerned with solving the high cost of moving 
goods from A-B for large organisations and solving challenges such as the 
“last mile” problem. At this early stage of the technology’s evolution, there 
are therefore instances where a company like ours would need to carry out 
training activity whereby a safety driver may need to touch screens whilst 
also carrying goods. 

It is therefore worth considering that in such a situation, under current 
legislation, STGO exemptions would not apply.
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AV TRAINING PRACTICES IN 
RELATION TO THE REGULATION 109
Simulation is undeniably an important aspect in testing and developing A.V’s 
and robotic systems.

However, virtual worlds alone cannot address the wide range of complexities 
and environmental variation encountered in the real world. This is particularly 
true in relation to conditions encountered in typical last-mile deliveries which 
are a mixture of residential and commercial areas.

Simulated environments and artificially-generated images are created via 
mathematical operations which have, at their core, models of perfection and 
generalisation. Reality and nature is chaotic, imperfect and often perceptually 
ambiguous. This means that the range of detail observed in the real-world 
is only partially encapsulated in simulation. ‘Bridging the reality’ gap, (the 
challenge for a virtual scene to closely mimic reality) is one of the core 
problems of AI and Robotics, remaining unsolved to this day.

Even the most complex photo-realistic renderings requiring enormous 
amounts of computations appear to be unreal to the human eye. For example, 
modern computers may be able to generate realistic looking graphics of an 
object such as a window. However, maintaining a realistic dynamical model 
factoring in other parts of the scene, lighting, wind, physics over thousands 
of frames is not practically plausible.
..
In the real world, however, the reflection of 1 window pane could cause a 
streak of light which is then reflected by a second window pane to then cause 
an artefact in a camera lens being used by an AV to navigate itself in a busy 
environment. 

The gaming industry solved this by using technologies such as ray tracing 
where billions of individual photons of light are calculated and you find an 
eventual end point. Let’s say that this was able to be simulated, in the real 
world, the same scenario can get even more complex: specks of dust from 
construction round the corner, the wind direction and wind speed. Insects 
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hitting the camera create even more artefacts. While this statement sounds 
very complex and as such you’d need a very powerful computer to run such 
a simulation, in the real world this is a very typical scenario. 

There is currently no language model that can be used to have an AI trying 
to use audio to tell the user that it was blind for two seconds as a result of 6 
different variables, which a human eye could have picked up and identified 
within a single glance. 

So the path of least resistance is that in such scenarios, where there is 
uncomputable complexity, the AV software literally shows the driver and 
asks for either clarity or what it should do to avoid or resolve in response to 
a momentary blindspot. 

Scenario 1.
One of our AVs is driving down an unmarked road in North Norfolk. Three 
pheasants suddenly enter the scene and just as quickly leave it. Ten 
seconds later, a dry leaf of the same size enters and leaves the scene. In 
one of these scenarios an AV should stop or slow down. In the other it’s 
completely fine to keep driving. 

.
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How would one describe that using audio? How would one tell the computer 
using a manual button that one is a stop scenario and the other isn’t. This 
can only be solved by prompting the human driver and physically showing 
them the frame in question with a bounding box around it and asking the 
driver how to classify this.

Scenario 2 
It could be argued that artefacts, false positives and unclassified scenarios 
can be processed via some sort of retraining as seen using modern captcha, 
prove you’re a human tests, but, the two photos below show why the 
dimensions of time, localisation and context matter.

Is it a green or red traffic light? 
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Fig. 1 Here is a traffic light 
from the leading AV simulation 
platform used by most AV 
companies. Here’s a traffic light 
generated by the most advanced 
AI image generation system. 

Fig. 2 Now, here’s the rest of Fig 1. 
in context. If you look closely, that 
is a reflection from the window 
of a car next to a green wall and 
therefore reflecting a green light 
from the car.
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What a human would also know is that no part of   this image would affect 
their journey because the car is actually stationary, parked behind a fence and 
is ok to be ignored. 

Real world complexity like this is exceedingly difficult to simulate and that level 
of simulation is only being touched on by multi-billion dollar gaming companies 
who still have not reached that level of photorealism.

Scenario 3 

A human is driving between 2 buildings. A gust of wind on a stormy day nearly 
veers their car out of the road. For a human to be able to drive a car, the car 
is essentially an extension of themselves. If there’s something wrong with 
the car, most drivers will tell you that perhaps their tyre is flat because they 
can feel it and a human knows that their car veering to the right is a result of 
forces caused by wind as opposed to a faulty actuator or a misaligned wheel 
or even an AV avoiding a phantom object. In such a case, the vehicle had been 
optimised by a two million year old human sense of balance and an ability to 
reason based on differential forces and “common sense”.

HOW WE TRAIN AN AV/AI
As our focus is on delivery, we tend to train our vehicles to operate in a specific 
area, going over the same route again and again.

The way we train and test our AVs is very similar to the way a parent teaches 
a child to ride a bicycle. First a parent is holding both the handlebars and 
the saddle and keeping the child upright. Over time the parent lets go of the 
handlebars, then the saddle, then eventually the training wheels are removed. 

So all our autonomous vehicles start off as semi-autonomous vehicles where 
we automate small pieces of a journey and as the AV masters specific actions 
or scenarios we give it a little more control in increments.
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This process starts off with a skilled operator being in control most of the 
time.Then, when we are confident that minimal intervention is required, 
we increase the level of autonomy and can increase the focus on tagging, 
driving at low speeds whilst the safety driver in the vehicle observes.

This means that you are tagging as you go along. This does depend on where 
you’re driving. We don’t do this in a busy city environment, but for instance 
on a route near our HQ in rural Norfolk, which the AV is familiar with, we 
can tag objects or features such as Chinese water deer which the AI hasn’t 
seen before. 

The challenge is that it’s only on the road that we see a deer or a badger 
moving naturally and it is in these instances where the car asks “was that 
a dog or a child” because all it can see are the feet underneath the vehicle. 
The car will see a child and it’s not sure it saw a child, and then it puts a 
type of photo of a child and then asks the safety driver to confirm that that’s 
a child, requesting a yes/no response to continue. It needs an immediate 
response because if you miss it you will have to go through hours and hours 
of footage and human memory is flawed.



Our AV is also supported by our team remotely monitoring from our mobile 
human operated Mobile Command Station. Vehicle (SPV) which can be 
taken within the same postcode where we’ve deployed the AV that’s being 
tested. Inside the Special Purpose Vehicle is the same technology one 
would expect to find in the Command Centres of most modern test beds.

The technology includes, but is not limited to: office space for engineers 
to sit in, compute power with direct access to the AV and instantaneous 
connectivity for remote monitoring the AV on the road as well as low latency 
remote takeover/remote driving technology.

Should a skilled operator sitting in an AV be faced with a scenario where 
they need to tag a section of the camera feed for further analysis, they 
would need to physically mark exactly where the anomaly is. This action is 
often only a single tap that is performed in less than a second. 

Having tagged the objects as it appears on a screen on the car, the data 
is sent to humans working from the Command Station to analyse and 
further assess while the driver continues their journey. It’s important to 
note that such datasets can also be made available to the wider industry.
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REASONS FOR THE USE OF SCREENS
The use of screens rather than manual buttons enables us to capture digitally 
what action has taken place, when and which part of the observable scene 
it occurred in, via a smooth seamless process that doesn’t hinder driving. 
Use of touch-interfaces and screens is crucial for a safety driver to train and 
adapt the AV in new or altered environments. 

Alternate means like physical buttons, voice commands or cloud-based/
batch-based annotation all have their relative drawbacks. Physical buttons 
and voice-commands simply do not give the user enough control to convey 
the information in full detail. Drawbacks of voice activation are further 
discussed in a later section.

One of the primary pieces of labelling the safety driver may have to carry 
out is define what part of the visual scene is ‘free’ or ‘drivable road’. While 
easily decipherable visually, conveying this to the driving AI software requires 
marking free-form shapes with accurate boundaries such that ‘occupied’ 
areas are not marked as free. 

Its also necessary to draw multiple bounding boxes to mark any new, 
undetected feature in the environment, as well as provide trajectory aids 
which are again a non-trivial shape which can only be drawn or traced by a 
human. The bounding boxes need to exactly capture the object boundaries 
and ‘vague’ or not tightly defined labellings may cause errors in the vision 
perception.

Another means may be to send data in batches for cloud-based labelling, 
but this also has limitations as the annotator may not understand the scene 
context. This is also an non-optimal process and causes delay in route-
scalability and expansion. Often a route may only require a few pieces of 
marking and the most accurate and reliable way to do this is via the safety-
driver. 

Waiting for the end of the route, uploading data, downloading annotations 
and re-testing them on the route means what could have been completed
in a few hours by a single trained staff member now becomes a multi-team 
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job spanning multiple days. This also doesn’t solve the issue of real-time 
trajectory aids and information lost due to the annotator not being ‘part of 
the environment’

The use of screens rather than manual buttons enables us to capture digitally 
what action has taken place, when and which part of the observable scene it 
occurred in. This means that if there’s an accident while you’re logging and 
we need to hand this data over to the police. If we use physical buttons, we 
will lose much of this dataset.

Another factor is the ability to trace the trajectory on the screen to indicate 
the motion of the object. This is very difficult to capture through voice or 
coordinates but can have a significant impact on the AI’s ability to recognise 
different objects.

If we truly want to teach vehicles how to drive themselves autonomously, we’re 
of the view that we have to impart true human knowledge and experience in 
real time. 

We know this model works because anyone who drives a car today at one 
point had an instructor next to them and driving is still not taught via CGI 
environments.

VOICE ACTIVATION AS AN OPTION
Academy of Robotics has considered voice and has already developed a 
voice activated system which would facilitate logging by voice. However, this 
becomes more complicated when you need to understand the position of 
where an object was on the road: e.g. an animal partially concealed by a 
vehicle or by a bush would have a very different form. 

Equally, it becomes much harder to accurately log the position and the 
trajectory of the animal entering the scene by using voice. Another major 
factor to consider are the complications of background noise on a road and 
the potential for information to be incorrectly logged due to voices in the 
background or other interference such as a motorbike noise obscuring part 
of the voice note.
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In order to accurately capture the object in the annotation process it 
is necessary to accurately trace the outline of the object to create the 
boundary box and avoid a situation where the object is captured with part 
of its surrounding as the shape, which the AI then interprets as being part 
of the object. 

For all these reasons, we feel that voice activation is not as useful for this 
sort of activity.

. 
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ACADEMY OF ROBOTICS’ 
RECOMMENDATION
We feel it’s important to make a distinction between a highly trained 
safety driver and an ordinary driver. To give an example, one of our skilled 
operators has been driving for over 20 years, is a qualified electric vehicle 
mechanic and engineer, has had both advanced driver training and airfield 
driving training from the RAF. 

The same driver was heavily involved in the process of preparing new 
vehicles for DVSA assessment so these vehicles can be approved as 
roadworthy vehicles. This makes him highly qualified to understand what 
poses a potential risk both from a mechanical perspective and from a 
driver safety perspective.

Whilst we would not recommend that anyone be allowed to touch screens 
in this way, we believe it’s important to enable specially qualified people to 
carry out this work with appropriate fail-safes and levels of autonomy in 
place. 

It only takes a split second for a potential accident to happen.Sometimes 
such an accident could have been avoided by a human having tapped on a 
screen teaching the AI the difference between a rolling plastic bag in the 
wind and a child running into the road.

It is the opinion of Academy of Robotics that in order to safely simulate 
AVs being on the road, the best way is to include a human physically 
situated in the environment. 

Academy of Robotics is currently developing a safety driver training 
programme and would be happy to share our recommendations for this 
openly.

This training programme will also include stipulations and procedures to 
ensure that remote drivers operate in a suitable environment free from 
distractions or disturbance and other threats to the safety and security of 
AVs under their supervision.
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