
Response to the Law Commissions’ preliminary consultation on Automated Vehicles 

(Law Commission Consultation Paper 240; Scottish Law Commission Discussion Paper 166)  

 

Please note that this consultation response has been reproduced from information entered on the 

Citizen Space online portal.  

 

Any personal email addresses and phone numbers have been excluded from this document.  

 

Unanswered questions have been deleted from this document.  

 

 

What is your name?  

 

Arvind Thiruvallore Thattai 

 

What is the name of your organisation? 

 

University of York 

 

Are you responding to this consultation in a personal capacity or on behalf of your 

organisation?  

 

[Respondents chose from the following options:  

- Personal response; 

- Response on behalf of your organisation; 

- Other.] 

 

Response on behalf of your organisation 

 

I am submitting this response in my capacity as the University of York's research lead 

for the theme of Risk, Evidence, and Decision-making.  The response itself is the 

product of a multi-disciplinary workshop focused on the consultation, with input from 

Computer Science (Automated Systems), Law, Management, Philosophy, and 

Sociology (Science and Technology Studies). 

We have responded to specific points on which we have academic expertise, rather 

than to every question in the consultation. 

 

CHAPTER 3: HUMAN FACTORS 

 

A new role in driving automation: the “user-in-charge” 

 

Consultation Question 1 (Paragraphs 3.24 - 3.43): 

 

Do you agree that: 

 

(1) All vehicles which "drive themselves" within the meaning of the Automated and 

Electric Vehicles Act 2018 should have a user-in-charge in a position to operate the 

controls, unless the vehicle is specifically authorised as able to function safely 

without one?  

 



[Respondents chose from the following options: Agree; Disagree; Other.] 

 

Agree 

 

The requirement of having a user-in-charge is understandable in situations when 

automated driving systems will only operate in limited contexts such as 

motorways—and, indeed, in the early days of the technology.  The regulatory 

framework should, however, make it clear that the requirement of having a user-

in-charge is a response to the current state of resilience and robustness in 

automated driving systems, rather than a policy decision in favour of continued 

human involvement.    

In determining the role of the user-in-charge, consideration should also be given 

to the research (see the response to Question 3) which points to the difficulty 

users of highly reliable automated systems have in actually responding to 

circumstances or emergencies, even when they are aware of them. 

 

(2) The user-in-charge:  

(a) must be qualified and fit to drive;  

(b) would not be a driver for purposes of civil and criminal law while the 

automated driving system is engaged; but 

(c) would assume the responsibilities of a driver after confirming that they are 

taking over the controls, subject to the exception in (3) below? 

 

[Respondents chose from the following options: Agree; Disagree; Other.] 

 

Agree 

 

If a decision is made to proceed with a mandatory 'user-in-charge', then these 

conditions appear sensible.  On condition (a), however, it may be useful to give 

some consideration to the question of whether ‘fit to drive’ should be interpreted 

in the same way in relation to automated driving systems as an ordinary vehicle.  

If the idea is that a user-in-charge will be required to take control of the vehicle in 

particularly challenging circumstances, then it may well be that users-in-charge 

require more training on dealing with emergencies than a typical driver will 

receive (given that emergencies will constitute a larger proportion of their driving 

time).  Consideration should also be given to the question of whether specific 

training can be given to specifically develop skills in passive monitoring, as well 

as to address the issues we note in our response to Question 3.  There is no 

reason why a special licensing regime should not be introduced for users-in-

charge, particularly as automated driving system technology matures, as it is 

likely to produce a growing differentiation between their role and the role of a 

driver of a typical non-automated vehicle. 

 

(3) If the user-in-charge takes control to mitigate a risk of accident caused by the 

automated driving system, the vehicle should still be considered to be driving itself 

if the user-in-charge fails to prevent the accident. 

 

[Respondents chose from the following options: Agree; Disagree; Other.] 

 

Agree 



 

In principle, it stands to reason that a person who makes extra effort to avoid an 

accident should not find themselves in a worse position in law than a person who 

does not make that effort.  Two points should, however, be noted.   

Firstly, the legislative provision in the context of the UK is likely to have to be 

quite specific and detailed.  It will, for example, almost certainly be necessary to 

specifically provide that a user-in-charge who takes control of a vehicle is not 

considered to have thereby ‘assumed responsibility’ to potential victims of the 

accident for the purposes of the tort of negligence.   

Secondly, consideration should be given to the issue of whether some sort of a 

threshold condition should be imposed on the decision of the user to take control.  

Should a user who acts utterly unreasonably in taking control, and greatly 

increases the risk of an accident, also benefit from the immunity?  There is an 

argument to be made – or, at least, a policy question to be considered – that 

users who act rashly or recklessly in taking control should not necessarily be 

given legal immunity. 

 

Consultation Question 2 (Paragraph 3.45): 

 

We seek views on whether the label “user-in-charge” conveys its intended meaning. 

 

If the intention is indeed that the user-in-charge will play a limited role, then the term 

does not convey the intended meaning, as it suggests a user who has a higher degree 

of responsibility than a fallback.  ‘Responsible user’ is likely to convey a better sense of 

the actual role the user will play. 

 

Consultation Question 3 (Paragraphs 3.47 - 3.57): 

 

We seek views on whether it should be a criminal offence for a user-in-charge who is 

subjectively aware of a risk of serious injury to fail to take reasonable steps to avert that 

risk.     

  

[Respondents chose from the following options: 

- Yes, it should be a criminal offence; 

- No, it should not be a criminal offence; 

- Other.] 

 

No, it should not be a criminal offence 

 

Research on highly reliable automation has shown that drivers face considerable 

cognitive difficulty in intervening to prevent accidents, even when they are engaged in 

monitoring the system (with their eyes on the path and the hands on the wheel).  

Research by Volvo, published in Human Factors, 60:8, December 2018, pp. 1095-1116, 

using test-track equipment showed that 28% of drivers in their test were unable to avoid 

an accident and crashed under these circumstances.  From a cognitive perspective, 

attentiveness to the road and awareness of the threat appear to be insufficient to equip 

drivers to act to avoid a threat when operating with highly reliable automation.  

Considerably more work needs to be done on understanding the mental models drivers 

use of their vehicles, and on ways of shifting those mental models in a direction that 

encourages safer driver supervision, before criminalisation can be contemplated. 



 

When would a user-in-charge not be necessary? 

 

Consultation Question 4 (Paragraphs 3.59 - 3.77): 

 

We seek views on how automated driving systems can operate safely and effectively in 

the absence of a user-in-charge.   

 

We agree with the view that there can be no ready answer to this question, and that it 

is best determined within the context of a regulatory system.  The standards used in 

judging whether the system can operate safely and effectively should also consider the 

resilience and adaptability of the system—in particular, its ability to come to a safe halt 

when faced with unexpected circumstances or errors.  Of their nature, automated 

vehicles faced with unexpected circumstances have only two options open to them—to 

reduce their velocity and to change their direction.  Their ability to deploy these, in 

combination, and in a way that reliably reduces the chances of traffic disruption and 

accidents, will determine whether they can operate safely and effectively in the absence 

of a user-in-charge.       

 

Consultation Question 5 (Paragraphs 3.59 - 3.77): 

 

Do you agree that powers should be made available to approve automated vehicles as 

able to operate without a user-in-charge? 

 

[Respondents chose from the following options: Agree; Disagree; Other.] 

 

Agree 

 

Yes, subject to there being a regulatory framework which sets clear conditions that must 

be met for an automated vehicle to be granted approval for being operated without a 

user-in-charge.  Developing such a framework will present non-trivial challenges – see 

also the response to question 38. 

There may also be value in enabling the grant of partial approval, so that a vehicle is 

approved as able to operate without a user-in-charge in some environments, while still 

requiring a user-in-charge in others.  A vehicle might, for example, be approved to 

operate without a user-in-charge in urban and semi-urban environments, but not in the 

Scottish Highlands or the Yorkshire Moors.  Given the very different driving conditions 

presented in different parts of the United Kingdom, it is likely that automated driving 

systems which can safely tackle a subset of these conditions will emerge well before 

systems that can safely tackle all of them.  

 

When should secondary activities be permitted? 

 

Consultation Question 6 (Paragraphs 3.80 - 3.96):  

 

Under what circumstances should a driver be permitted to undertake secondary 

activities when an automated driving system is engaged? 

 

From a safety point of view, and given the findings of the ‘human factors’ research, 

achievement of the ‘minimal risk condition’ is the logical baseline for when a driver can 



be permitted to undertake secondary activities.  A decision to adopt a different baseline 

will, ultimately, simply reflect a subjective policy decision to tolerate a higher level of 

risk.   It may be possible to partially mitigate the risk by requiring drivers to undergo 

training in effective secondary monitoring.  At any rate, whatever framework is adopted 

will need to deal with the fact that playing an effective role as a responsible user, or as 

a fallback to an automated driving system, requires a different set of skills from those 

that are currently developed and tested in driving tests.  It is important that a holistic 

approach be taken, looking at secondary activities in the context of all aspects of the 

current system regulating drivers’ right to operate vehicles and seeking to ensure that 

they have the ability to do so safely and competently, rather than in isolation. 

 

Consultation Question 7 (Paragraphs 3.80 - 3.96): 

 

Conditionally automated driving systems require a human driver to act as a fallback 

when the automated driving system is engaged. If such systems are authorised at an 

international level:  

 

(1) should the fallback be permitted to undertake other activities? 

 

[Respondents chose from the following options: Yes; No; Other.] 

 

Other 

 

See response to question 6. 

 

 

CHAPTER 4: REGULATING VEHICLE STANDARDS PRE-PLACEMENT 

 

A new safety assurance scheme 

 

Consultation Question 8 (Paragraphs 4.102 - 4.104): 

 

Do you agree that: 

 

(1) a new safety assurance scheme should be established to authorise 

automated driving systems which are installed:  

(a) as modifications to registered vehicles; or 

(b) in vehicles manufactured in limited numbers (a "small series")?  

 

[Respondents chose from the following options: Agree; Disagree; Other.] 

 

Agree 

 

The safety assurance agency’s powers should be drawn broadly, to enable it to 

deal with issues not dealt with in existing international regulations and standards, 

including in relation to automated driving systems which are neither modifications 

to registered vehicles nor a small series, to the extent it is necessary to do so.   

It is, for example, both logical and arguably more effective for the same regulator 

that operates the safety assurance scheme to also:  



• set the criteria that will need to be met and / or factors that will need to be 

considered for a vehicle to be authorised as able to be operated without a user-

in-charge, or to determine the extent to which, or circumstances under which, it 

will be permitted to be operated without a user-in-charge (see response to 

questions 4 and 5 above),  

• have overall responsibility for the code contemplated by Question 38, 

• have overall responsibility for setting the regulatory duties, responsibilities, and 

liability of ADSEs (see response to question 9 below), 

• deal with issues surrounding the appropriateness of the human-computer 

interface to local conditions, given possible differences in customs and usages 

across the different areas where a particular automated driving system is sold, 

• monitor and approve software updates (and not just hardware updates).  The 

centrality of software to autonomous driving systems makes updates a potential 

source of risk, and it is accordingly important that some level of regulatory 

oversight and scrutiny is exercised over them.  It is unclear whether international-

level frameworks will include provisions for exercising this level of oversight – the 

work done thus far does not immediately suggest that it will.  Experience with 

automated systems in other areas has pointed to the considerable risks which 

updates, in particular those that alter established HCI conventions, pose for 

safety.  The fatal air crash involving Lion Air Flight 610 – which was caused by 

an automated system responding to malfunctioning sensors – was partially 

caused by the fact that the pilots of the aircraft appeared to have been unaware 

that the ‘traditional’ method of disabling the system (pulling back on the control 

column) had been replaced by a new system (flipping stabilizer cutout switches).  

Given that the pool of operators of automated driving systems will be much larger, 

the risk of issues being caused by updates is potentially much higher. 

More broadly, from the point of view of system design, testing, and operation, it 

is of critical importance that ‘safety’ be understood in terms not simply of the 

inherent properties of the system, but in terms of a three-cornered relationship 

between (i) what the system is designed to do (ii) what the system is actually 

doing (which may not be the same as what it is designed to do, either due to 

unexpected environmental circumstances or due to design failures) and (iii) what 

the operator or user believes the system to be doing (which, due to human 

factors, operator conditioning, or issues of observability or controllability, may not 

map on to (i) and (ii)).  From an engineering perspective, the possibility of a 

disjunction between these three factors is a vital consideration in safety 

assurance, and the extent to which the design of the system as well as the 

human-machine interface takes account of, and provides for, them should inform 

the way in which certification processes are carried out. 

 

(2) unauthorised automated driving systems should be prohibited? 

 

[Respondents chose from the following options: Agree; Disagree; Other.] 

 

Agree 

 

It is extremely important to ensure that automated driving systems have 

undergone appropriate regulatory testing before they can be deployed in real 

world situations, and we therefore support the proposal to prohibit unauthorised 

automated driving systems. 



 

(3) the safety assurance agency should also have powers to make special vehicle 

orders for highly automated vehicles, so as to authorise design changes which 

would otherwise breach construction and use regulations?   

 

[Respondents chose from the following options: Agree; Disagree; Other.] 

 

Agree 

 

It is certainly conceivable that there will be circumstances in which such changes 

are either desirable or necessary, and we therefore support the proposal to give 

the agency the power to authorise design changes. 

 

Consultation Question 9 (Paragraphs 4.107 - 4.109):  

 

Do you agree that every automated driving system (ADS) should be backed by an entity 

(ADSE) which takes responsibility for the safety of the system?   

 

[Respondents chose from the following options: Agree; Disagree; Other.] 

 

Agree 

 

We welcome the proposal to identify a single entity with overall responsibility for the 

system, and also welcome the proposals on insurance and on ensuring that it has 

adequate resources to assume an ongoing responsibility for the system.   

In addition, we suggest that consideration also be given to the following matters 

concerning the scope of the ADSE’s responsibility: 

• Firstly, the ADSE should be fixed with specific legal duties giving it an ongoing 

responsibility for monitoring the safety of the ADSs for which it is responsible, including 

a duty to issue ‘bugfix’ software updates free of charge for a certain minimum period of 

time, to deal with critical vulnerabilities as well as other issues affecting the overall 

safety and reliability of the vehicle.  The duty does not need to extend to providing 

‘feature’ updates free of charge, but there should be an affirmative duty in relation to 

fixing problems. 

• Secondly, there should be a scheme to deal with an orderly transfer of responsibilities 

in the event of the ADSE’s insolvency, or if the ADSE otherwise ceases to operate or 

exist.  An ADS should not be left technically ‘orphaned’ if the ADSE runs into trouble: 

for the reasons identified in your consultation, some form of ongoing support is 

necessary for ADSs to be safely operated.  This will require not only a transfer of 

intellectual property rights in the ADS, but also a transfer of licenses to use third party 

intellectual property – for example, the training datasets that were originally used to train 

the ADS, as well as to the intellectual property in third party hardware, software, and 

firmware incorporated into the ADS.  Third party technologies play non-trivial roles in 

automated driving systems, including in relation to sensor processing, computing, data 

analysis, and machine learning.  Ensuring that an orderly transfer of responsibilities 

takes place will require the rights to these technologies, and to any ongoing support 

provided for in the original license, to also pass to the successor entity.  Ensuring that 

this happens can be done in a number of relatively non-intrusive ways – the simplest 

being to make it a condition of approval that licenses will come coupled with an 

obligation to consent to an assignment on FRAND terms – and the precise mechanism 



will probably need to be the subject of further consultation.  At this stage, we seek simply 

to make the point that this will need to be expressly provided for in the regulatory 

framework.   

• Thirdly, the responsibilities of ADSEs should take account of the fact that the nature of 

the ADS-development process means that many different entities are involved, over 

which the ADSE will frequently only have a limited ability to exercise control.  Training 

datasets, for example, will draw at least in part on third party data, and the hardware 

and software will also incorporate third party technologies over which the ADSE’s rights 

are likely to be limited.  This could potentially affect both the information the ADSE can 

provide the regulator and the steps the ADSE can independently take in response to 

improvement notices issued by the regulator.  It is entirely appropriate that the ADSE is 

fixed with responsibility for these, notwithstanding the fact that they may be outwith the 

ADSE’s control, but the regulatory framework should deal with the practical mechanics 

of how (for example) an improvement notice should be dealt with if aspects of it touch 

upon intellectual property that does not belong to the ADSE and to which the ADSE 

does not have access under its licensing agreements.  Scenarios such as this are far 

from unlikely in practice.       

 

Consultation Question 10 (Paragraphs 4.112 - 4.117): 

 

We seek views on how far should a new safety assurance system be based on 

accrediting the developers’ own systems, and how far should it involve third party 

testing. 

 

In our view, the analogy with pharmaceuticals in the consultation paper provides a 

useful starting point for thinking about a new safety assurance system, but only to the 

extent that it sheds light on the extent of testing that the ADSE or developers must do, 

and the amount and quality of evidence that they must accumulate in order to seek 

approval.  There are, however, three very significant differences between the context of 

pharmaceuticals and automated driving systems which suggest the analogy should not 

be pushed too far, and which favour a hybrid model with a strong role for independent 

third party testing. 

Firstly, the very significant role software plays in an ADS gives it a subjectivity that is 

absent in pharmaceutical products.  To put it simply, medicine that is undergoing testing 

cannot be designed to behave differently in test conditions and in real-world conditions.  

Software, however, can and very frequently is.  The Volkswagen emissions scandal is 

an obvious example taken from the world of vehicles, but similar examples can be seen 

in a range of devices involving a combination of hardware and software: smartphones, 

for example, have been known to be designed to overclock themselves if they detect 

that they are running a benchmarking programme, to flatter their overall results.  Any 

system for approving automated driving systems will need to incorporate some way of 

testing for this, and it is hard to see how this can be done without third party involvement 

in testing. 

Secondly, pharmaceutical products are usually only approved to treat a narrow range 

of conditions, and are approved notwithstanding the existence of side effects which can 

be quite severe. An ADS will be expected to operate in a broader range of 

circumstances.  The ADS equivalent of “side effects” – conditions in which the ADS 

produces harmful results – is also far less likely to be tolerated than in relation to 

pharmaceutical products.  This, again, underscores the need for a different approach to 

approval for ADS—and, in particular, to the need to involve third parties. 



Thirdly, as noted in our response to Question 9 above, an ADS will almost inevitably 

incorporate technologies which the developer has not designed, to which they do not 

have full access, and whose operation is not necessarily transparent to them.  This is 

not true of pharmaceuticals: even where pharmaceutical products incorporate products 

licensed from others, the manner in which those products operate—their medical 

properties and effects—will be relatively transparent to the producer of the combined 

product.  This is likely to have an effect on the ability of the ADSE or developer to fully 

assess the reliability of their product, and points to the need for some form of third party 

involvement in testing. 

On the flipside, however, it should be kept in mind that the safety of an ADS must be 

assessed with reference both to its hardware and its software, and of the challenges 

that software poses.  The difficulties regulators face in assessing algorithms—and the 

broader underlying issue of regulatory capacity—was quite clearly demonstrated by the 

experience of financial regulators in the run-up to the financial crisis.  It is for that reason 

that a hybrid system involving self-certification and third party testing, coupled with a 

duty of candour on the part of the developer to make full disclosure of the principles 

underlying the system’s design and the techniques used to translate those principles 

into instructions, is likely to be the best approach. 

 

Consultation Question 11 (Paragraphs 4.118 - 4.122): 

 

We seek views on how the safety assurance scheme could best work with local 

agencies to ensure that is sensitive to local conditions. 

 

The key issue in creating an effective collaboration with local agencies is likely to be 

one of designing appropriate institutional mechanisms for collaboration.  From this 

perspective, the most productive way forward would appear to be to treat the need for 

working with local agencies as an issue of designing organisational structures for 

effective decision-making within the central regulatory agency.  The best approach will 

be to create systems by which individuals with local knowledge are embedded within 

the functioning of the central agency, rather than relying on a system of consultation 

simpliciter.  This could take the form of time-limited secondments when decisions are 

being made, or of creating approval panels which sit within the central regulatory 

agency, but whose membership is drawn both from the central regulator and local 

highway authorities.  In our view, ensuring effective co-operation requires moving 

beyond the traditional consultation-based approach to considering structures such as 

these. 

 

CHAPTER 5: REGULATING SAFETY ON THE ROADS 

 

A new organisational structure? 

 

Consultation Question 12 (Paragraphs 5.30 - 5.32): 

 

If there is to be a new safety assurance scheme to authorise automated driving systems 

before they are allowed onto the roads, should the agency also have responsibilities for 

safety of these systems following deployment?  

 

[Respondents chose from the following options: Yes; No; Other.] 

 



Yes 

 

Given the nature and current state of development of automated driving systems, safety 

assurance is not a simple one-off matter.  As more data is gathered, vulnerabilities and 

risks that might not have been apparent at the time of approval may come to light.  

Depending on the nature of these vulnerabilities and risks, it may be appropriate—and, 

indeed, necessary—for the regulator to issue notices to the ADSE requiring 

improvements to be made to an approved ADS (subject to the points noted in our 

response to Question 9).   These make it necessary for the agency to play a continuing 

role in monitoring and assuring safety of ADSs, even after their initial deployment. 

 

If so, should the organisation have responsibilities for:  

(1) regulating consumer and marketing materials?  

(2) market surveillance? 

(3) roadworthiness tests? 

 

[Answers chosen from list of options above:] 

 

(1) regulating consumer and marketing materials. 

(2) market surveillance. 

(3) roadworthiness tests. 

 

In addition to the above, as we have suggested in our response to question 8, the 

organisation should also have responsibility for supervising ADSEs on an ongoing 

basis, and for verifying the safety of software updates. 

 

We seek views on whether the agency’s responsibilities in these three areas should 

extend to advanced driver assistance systems.  

 

[Respondents chose from the following options: 

- Yes, extend to advanced driver assistance systems; 

- No, do not extend to advanced driver assistance systems; 

- Other.] 

 

Yes, extend to advanced driver assistance systems 

 

Advanced driver assistance systems raise many issues similar to those raised by ADSs.  

Whilst a lighter touch approach may be appropriate, given that the driver will be 

expected to play a more active role in ADASs than in ADSs, some form of regulatory 

oversight is nevertheless appropriate.  In particular, they raise very similar issues in 

relation to the responsibility of the developer to remedy newly discovered vulnerabilities 

which affect safety, and the other issues discussed in our response to Question 9. 

 

Driver training 

 

Consultation Question 13 (Paragraphs 5.54 - 5.55): 

 

Is there a need to provide drivers with additional training on advanced driver assistance 

systems?  

 



[Respondents chose from the following options: Yes; No; Other.] 

 

Yes 

 

As we have discussed in our responses to the questions concerning users-in-charge, a 

driver engaging with advanced driver assistance systems, and with automated driving 

systems, is being called upon to deploy a different range of skills (and not a lesser 

degree of skill, as is commonly supposed).  The current framework for licensing drivers 

largely tests the ability to effectively control the vehicle.  The skills that are necessary 

to monitor and respond to threats are only tested in the context of a user in active control 

of the vehicle.  The research on human factors—including the research cited in the 

report as well as subsequent research—suggests that drivers find monitoring when not 

in control more challenging, and are more prone to error when they are called upon to 

respond to circumstances requiring them to assume control.  This suggests that the 

existing approach to training drivers, and assessing the readiness of drivers, is not 

directed at developing the skills that are needed to work with advanced driver 

assistance systems.  This, in our view, suggests that there is a clear case for additional 

training. 

 

If so, can this be met on a voluntary basis, through incentives offered by insurers? 

 

[Respondents chose from the following options: Yes; No; Other.] 

 

No 

 

In our view, these issues go to the heart of what the licensing system for drivers is 

supposed to assure, namely, that a licensed driver possesses an appropriate standard 

of skill at the tasks of monitoring and control with which he or she is expected to engage.  

As such, it appears appropriate that the response be at least partially reflected in the 

training and licensing system for drivers. 

 

Accident investigation 

 

Consultation Question 14 (Paragraphs 5.58 - 5.71): 

 

We seek views on how accidents involving driving automation should be investigated.  

 

We support the proposal to create an Accident Investigation Board.   

There is an important distinction between two types of investigation: investigations for 

the purpose of determining responsibility for a past crash (which will be relevant for the 

purposes of criminal and civil liability), and investigations for the purpose of determining 

how vehicle safety can be enhanced in the future.  These will call for different 

approaches, in that the latter can, and typically will, involve far more aggregation and 

reading across of data from different accidents than may be justifiable or possible in the 

former (at least, under the somewhat cautious approach the courts currently take 

towards evidence based primarily on statistical data, seen particularly strongly in cases 

in negligence on establishing causation).  The two types of investigation, in other words, 

have fundamentally different goals, making it quite important to have some form of 

institution capable of carrying out the latter, particularly in the early days of the 

technology when the ability to learn lessons remains important.   



We would suggest that consideration be given to the working relationship between this 

organisation and the safety agency, as there is considerable synergy between their 

work.  There may be a case for rolling them into a single agency if the AIB will be 

primarily focused on automated driving systems or, at least, of creating structures to 

create a close working relationship between the two.  This may well be a case where 

fragmentation of regulatory and investigative responsibility produces sub-optimal 

outcomes. 

 

We seek views on whether an Accident Investigation Branch should investigate high 

profile accidents involving automated vehicles? Alternatively, should specialist 

expertise be provided to police forces. 

 

In our view, both are necessary.  The ‘lessons learned for the future’ enquiry is 

fundamentally different from an inquiry directed at establishing criminal responsibility, 

and there are good reasons to keep the two apart.  Statistical probabilities can, in 

particular, arguably play a greater role in the former than the latter, making a direct link 

between the conclusions of the former type of investigation and criminal prosecution 

potentially problematic in at least some cases where the use of statistical evidence is 

unlikely to meet the standard of proof required in criminal law (and even to meet the 

prosecutorial test). 

 

Setting and monitoring a safety standard 

 

Consultation Question 15 (Paragraphs 5.78 - 5.85): 

 

(1) Do you agree that the new safety agency should monitor the accident rate of 

highly automated vehicles which drive themselves, compared with human 

drivers? 

 

[Respondents chose from the following options: Agree; Disagree; Other.] 

 

Disagree 

 

Unless the minimal risk condition is set very badly, it is quite unlikely that the 

accident rate of highly automated vehicles will be worse than that of human 

drivers.  The purpose of monitoring the accident rate should be to identify 

potential vulnerabilities or shortcomings in automated driving systems, which is 

unlikely to be helped by comparisons with human drivers. 

 

(2) We seek views on whether there is also a need to monitor the accident rates 

of advanced driver assistance systems. 

 

[Respondents chose from the following options:  

- Yes, monitor advanced driver assistance system accident rates; 

- No, do not monitor advanced driver assistance system accident rates; 

- Other.] 

 

Yes, monitor advanced driver assistance system accident rates 

 



The safety agency should monitor not just accident rates, but also the causes of 

accidents.  This will require agreed standards on recording sensor data (cf our 

response to Question 38).  The issue we identified above relates not to 

monitoring, but to the comparison with human drivers. 

 

The technical challenges of monitoring accident rates 

 

Consultation Question 16 (Paragraphs 5.86 - 5.97): 

 

(1) What are the challenges of comparing the accident rates of automated driving 

systems with that of human drivers? 

 

It is unclear what purpose this would serve, for the reasons discussed in our 

response to Question 15.1.  There are also fundamental issues about which 

demographic group is the appropriate comparator, which do not have any 

objectively justifiable answer. 

 

(2) Are existing sources of data sufficient to allow meaningful comparisons? 

Alternatively, are new obligations to report accidents needed? 

 

A new obligation to report accidents is likely to be needed.  Consideration should 

also be given to how the safety agency might work with the insurance industry in 

a spirit of mutual assistance, as insurance firms are likely to have access to 

considerable quantities of relevant data in relation to accidents and the 

circumstances in which they occur. 

 

CHAPTER 6: CIVIL LIABILITY 

 

Is there a need for further review? 

 

Consultation Question 17 (Paragraphs 6.13 - 6.59): 

 

We seek views on whether there is a need for further guidance or clarification on Part 

1 of Automated and Electric Vehicles Act 2018 in the following areas:  

 

(1) Are sections 3(1) and 6(3) on contributory negligence sufficiently clear?  

 

[Respondents chose from the following options: Yes; No; Other.] 

 

No 

 

We agree with the comments in the consultation paper, and strongly support the 

Law Commission’s proposal to consider the implications of contributory 

negligence in greater depth. 

 

(2) Do you agree that the issue of causation can be left to the courts, or is there 

a need for guidance on the meaning of causation in section 2?   

 

[Respondents chose from the following options:  

- Leave to courts;  



- Need for guidance;  

- Other.] 

 

Need for guidance 

 

In our view, the issue of causation should not be left purely to the courts.  

Achieving the objectives underlying the AEV Act 2018 may require a loosening 

of the strict approach to ‘but for’ causation.  Whilst the courts have been willing 

to loosen the rigidity of ‘but for’ – for example, in relation to occupational diseases 

– they have also not been entirely comfortable with doing so, and have refused 

to do so in other cases where similar difficulties arise (such as medical 

negligence).  It is accordingly entirely appropriate for the Law Commission to 

consider the issue and issue appropriate guidance. 

 

(3) Do any potential problems arise from the need to retain data to deal with 

insurance claims? If so: 

(a) to make a claim against an automated vehicle’s insurer, should the injured 

person be required to notify the police or the insurer about the alleged 

incident within a set period, so that data can be preserved?  

(b) how long should that period be? 

 

Whilst we appreciate the difficulties highlighted in the consultation paper, we think 

it is important to note that any such change will mark a very serious departure 

from the policy underlying the Limitation Act, which is that the defendant’s need 

for certainty must be balanced against the undesirability of extinguishing the 

claimant’s right to bring an action simply because of delay.  The periods set out 

in the Act represent a balance that has been reached after considerable thought, 

and that in general functions effectively.  We do not think the difficulties of proof 

highlighted in the report justify such a serious departure, particularly given that if 

the claimant is a credible witness then the burden will largely fall on insurance 

companies who are in a better position to manage the financial risk than the 

victims of the accident will be. 

 

Civil liability of manufacturers and retailers: Implications 

 

Consultation Question 18 (Paragraphs 6.61 - 6.116): 

 

Is there a need to review the way in which product liability under the Consumer 

Protection Act 1987 applies to defective software installed into automated vehicles?  

 

[Respondents chose from the following options: Yes; No; Other.] 

 

Yes 

 

We agree in broad terms with the points made in the consultation, and support the 

review of how the Consumer Protection Act 1987 would apply to defective software in 

circumstances where the software update is not provided by the producer of the 

automated vehicle, or of some other physical good. 

There may also be a need to review how the defence contained in section 4(1)(e) of the 

Consumer Protection Act 1987 might apply to software-related defects, where the 



nature or existence of the defect does not become apparent until revealed by 

subsequent events, because of the state of scientific or technical knowledge at the 

relevant time.  Although this provision has historically been interpreted narrowly by the 

courts, it is desirable to review the impact it might have on liability in relation to defects 

in automated driving systems, given that this is an area where technological knowledge 

continues to improve at a relatively rapid rate. 

 

Consultation Question 19 (Paragraphs 6.61 - 6.116): 

 

Do any other issues concerned with the law of product or retailer liability need to be 

addressed to ensure the safe deployment of driving automation? 

 

Although the consultation suggests that there is little immediate need to review the 

impact of the law of tort / delict more broadly, this may be too optimistic a view.   

Liability in tort law (or delict) will not just rest with the manufacturer of the automated 

vehicle.  As far as personal injury and property damage are concerned, it is likely that 

duties of care will also be owed by persons other than the manufacturer—for example, 

third party suppliers of components of the system, if those components are discovered 

to be defective and to have played a causative role in bringing about the harm.  These 

suppliers are frequently large and deep-pocketed corporations—Intel is a major supplier 

of mission-critical components for use in automated vehicles—and it is not 

inconceivable that they may be sued.  Similar issues could arise in relation to providers 

of training datasets if those datasets have errors, or to designers of human-machine 

interfaces if different from the manufacturer.  Standards set by the safety agency will 

not apply directly to any of these entities, and hence the issue of the courts being 

reluctant to set stricter standards than the regulator will not arise.  Given that insurers 

will be in a position to bring actions in tort  (or delict) against these individuals due to 

the principle of subrogation, it is entirely possible that such actions will in fact be 

brought, particularly where the issue is systemic: if there is a problem with a component 

supplied by Intel, it could conceivably give rise to substantial losses which insurers may 

not be willing to absorb.  It would be desirable, therefore, for broader issues of liability 

to be part of the review, as dealing with these issues will pose considerable challenges 

for the law of negligence. 

 
CHAPTER 7: CRIMINAL LIABILITY 

 

Offences relating to the way a vehicle is driven 

Consultation Question 22 (Paragraphs 7.14 - 7.19): 

 

Do you agree that where a vehicle is: 

(1) listed as capable of driving itself under section 1 of the Automated and Electric 

Vehicles Act 2018; and 

(2) has its automated driving system correctly engaged;  

the law should provide that the human user is not a driver for the purposes of criminal 

offences arising from the dynamic driving task? 

 

[Respondents chose from the following options: Yes; No; Other.] 

 

Yes 

 



For the reasons explained in our response to the questions relating to Chapter 3, it 

would be inappropriate to make a user criminally liable for failures by self-driving 

vehicles, even if the user does in fact attempt to intervene. 

 

Consultation Question 23 (Paragraph 7.21): 

 

Do you agree that, rather than being considered to be a driver, a user-in-charge should 

be subject to specific criminal offences? (These offences might include, for example, 

the requirement to take reasonable steps to avoid an accident, where the user-in-charge 

is subjectively aware of the risk of serious injury (as discussed in paragraphs 3.47 to 

3.57)).  

 

We agree that a user-in-charge should not be considered a driver, but disagree that 

they should be subject to new criminal offences in relation to their failure to control the 

vehicle for the reasons discussed in our response to Question 3.  It may be appropriate 

to revisit this question once training users to work with ADSs and ADASs has become 

embedded into the licensing process, and we are in a better position to understand what 

is cognitively reasonable to expect of users.  At the present stage, however, it would be 

premature to create new criminal offences dealing with a user’s failure to exercise 

adequate control over an automated vehicle. 

 

Consultation Question 24 (Paragraphs 7.23 - 7.35): 

Do you agree that: 

 

(1) a registered keeper who receives a notice of intended prosecution should be 

required to state if the vehicle was driving itself at the time and (if so) to authorise 

data to be provided to the police? 

 

[Respondents chose from the following options: Agree; Disagree; Other.] 

 

Agree 

 

 

(2) where the problem appears to lie with the automated driving system (ADS) 

the police should refer the matter to the regulatory authority for investigation? 

 

[Respondents chose from the following options: Agree; Disagree; Other.] 

 

Agree 

 

 

(3) where the ADS has acted in a way which would be a criminal offence if done 

by a human driver, the regulatory authority should be able to apply a range of 

regulatory sanctions to the entity behind the ADS? 

 

[Respondents chose from the following options: Agree; Disagree; Other.] 

 

Agree 

 



Yes, as long as these are proportionate.  Care should, in particular, be taken 

before imposing heavy fines on the basis of strict liability. 

 

(4) the regulatory sanctions should include improvement notices, fines and 

suspension or withdrawal of ADS approval? 

 

[Respondents chose from the following options: Agree; Disagree; Other.] 

 

Agree 

 

We support, in particular, the use of improvement notices which, if used by an 

effective regulator, can be a powerful tool for the purpose of feeding the findings 

of regulatory studies back into industry practice. 

 

 

CHAPTER 9: “MACHINE FACTORS” – ADAPTING ROAD RULES FOR ARTIFICIAL 

INTELLIGENCE DECISION-MAKING 

 

Rules and standards 

 

Consultation Question 38 (Paragraphs 9.6 - 9.27): 

 

We seek views on how regulators can best collaborate with developers to create road 

rules which are sufficiently determinate to be formulated in digital code. 

 

The model should be that of a driving test – the minimum acceptable behaviour of a 

vehicle to be safe on the roads, keeping in mind the variety of circumstances in which 

it will be called upon to operate. This will enable all parties to discharge a duty of care, 

whilst allowing developers to innovate and to produce effective systems.  

To do this well requires collaborative activity between regulators and developers on 

producing the code. This will be a substantial endeavour, so perhaps it should be 

supported financially, e.g. via the regulators pioneer fund. This development of the code 

should be relatively unconstrained, but two factors should be considered: 

• Deviations from the explicit rules, e.g. see the answer to 39, should be recorded to 

enable analysis; 

• Data collection from accidents and incidents should be defined and organised in a 

standardised way that enables independent forensic analysis.  The 'black box' system 

used in aircraft is an example of the sort of model that should be considered (in terms 

of approach, rather than necessarily in terms of detail). 

 

Should automated vehicles ever mount the pavement? 

 

Consultation Question 39 (Paragraphs 9.6 - 9.37): 

 

We seek views on whether a highly automated vehicle should be programmed so as to 

allow it to mount the pavement if necessary: 

(1) to avoid collisions; 

(2) to allow emergency vehicles to pass; 

(3) to enable traffic flow; 

(4) in any other circumstances? 



 

[Answers chosen from list of options above:] 

 

(1) to avoid collisions; 

(2) to allow emergency vehicles to pass; 

(4) in any other circumstances. 

 

The answers to all questions above are subject to the caveat that automated 

vehicles should be programmed to only take these actions on the condition that:  

• it is safe to do so - for example, there are no pedestrians on the path, etc. 

• they come to a stop as soon as possible after having mounted the pavement. 

(3) should not be attempted by an automated vehicle unless progress is 

otherwise impossible - that is to say, there is insufficient space for vehicles to 

pass each other unless one of them mounts the pavement, and the manoeuvre 

is done at low speed. 

In relation to (4), mounting the pavement will be necessary under some other 

circumstances - for example, for parking where it is appropriate to do so given 

the road and pavement layout. 

 

Consultation Question 40 (Paragraphs 9.6 - 9.37): 

 

We seek views on whether it would be acceptable for a highly automated vehicle to be 

programmed never to mount the pavement.    

 

It would probably not be acceptable in the case of 39.2 (emergency vehicles). Also, 39.3 

(traffic flow) could be a problem if vehicles facing each other are autonomous, and they 

cannot reverse due to cars behind them.  

39.1 is more complex, in that it depends on a range of factors including speed, who or 

what the collision will be with, etc. On balance, the view is that it is not acceptable in the 

long run, but it may be acceptable in the short term as the technology matures, and it 

would be expected that non-autonomous vehicles will be in a position to make such 

manoeuvres.  

Excluding 39.4 would be less of an issue, although it may in practice exclude automated 

vehicles from being able to park and remain stationary for an extended period of time 

in certain road layouts.  

 

Should highly automated vehicles ever exceed speed limits? 

 

Consultation Question 41 (Paragraphs 9.40 - 9.47): 

 

We seek views on whether there are any circumstances in which an automated driving 

system should be permitted to exceed the speed limit within current accepted 

tolerances. 

 

Automated driving systems should be permitted to exceed the speed limit to deal with 

unanticipated situations, where exceeding the speed limit is the lowest risk option. If, 

for example, an overtaking manoeuvre which was safe when planned becomes 

problematic as a vehicle has pulled out of a drive, thereby reducing the distance in 

which to pass, it would be acceptable to exceed the speed limit temporarily to pass and 



then pull in, if slowing down to fall behind the vehicle being overtaken has a higher risk 

(almost past a long vehicle, gap behind vehicle being passed is too small, etc.) 

Automated vehicle systems should not be permitted to exceed the speed limit as part 

of a general driving plan, for example, to overtake another vehicle.     

 

Edging through pedestrians 

 

Consultation Question 42 (Paragraphs 9.49 - 9.55): 

 

We seek views on whether it would ever be acceptable for a highly automated vehicle 

to be programmed to “edge through” pedestrians, so that a pedestrian who does not 

move faces some chance of being injured. If so, what could be done to ensure that this 

is done only in appropriate circumstances? 

 

There is a case for permitting an automated vehicle to do so if it is impossible to make 

progress otherwise.  One possible approach, which might help minimise the risks 

associated with it, would be to allow this only for emergency vehicles, e.g. police or 

ambulance, in the first instance.  The aim would be to thereby establish experience 

through practice on how to define suitable circumstances.  

A possible way of defining suitable circumstances would be simply by time – if the 

vehicle had been unable to move for, say, a pre-defined period of time (for example, 3 

minutes) then ‘edging through’ might be acceptable. 

 

Avoiding bias in the behaviour of automated driving systems 

 

Consultation Question 43 (Paragraphs 9.68 - 9.74): 

 

To reduce the risk of bias in the behaviours of automated driving systems, should there 

be audits of datasets used to train automated driving systems?   

 

[Respondents chose from the following options: Yes; No; Other.] 

 

Other 

 

Bias could have two different meanings.  The first relates to protected characteristics - 

for example, age, gender, sexual orientation, etc.  It is unlikely that these will be 

significant in training an autonomous vehicle, and it is also unlikely that an audit of the 

dataset will be sufficiently nuanced to detect patterns that create a risk of biasing the 

system.  Nevertheless, it is worth giving serious thought to the recommendations of 

Germany's Ethics Commission on Automated and Connected Driving, to the effect that 

automated driving systems should be prohibited from basing decisions on "any 

distinction based on personal features (age, gender, physical or mental constitution)" 

(Principle 9).  A version of this principle would appear to be a natural sequitur of the 

protections contained in the Equality Act 2010, but there is merit in expressly 

considering and articulating its implications for how automated driving systems can 

permissibly be programmed to make challenging decisions, perhaps as part of the code 

discussed in consultation question 38. 

The other possible meaning of bias relates to driving situations, other vehicles, types of 

hazardous encounters trained for, weather conditions, etc.  Here, there is likely to be a 

reasonably strong case for auditing or reviewing the representative character of the data 



sets used in training the system, but this would be most effective if it were to form part 

of the overall regulatory framework, rather than a separate, bias-specific requirement. 

 

Transparency 

 

Consultation Question 44 (Paragraphs 9.76 - 9.88): 

 

We seek views on whether there should be a requirement for developers to publish their 

ethics policies (including any value allocated to human lives)? 

 

[Respondents chose from the following options: Yes; No; Other.] 

 

Yes 

 

Companies should have and publish ethics policies as part of their broader commitment 

to corporate social responsibility (although it should be noted that the concept that is 

actually deployed is the value of prevention of a fatality, rather than the value of human 

life per se).   

A broader point, however, is that in practice, vehicles only have two options in any given 

situation: change speed or change direction. Vehicles are typically programmed to seek 

to avoid accidents altogether. If an accident is inevitable (likely due to some 

unanticipated event), then the vehicle will reduce speed and/or change direction to 

minimise the velocity, and hence likely harm, on impact.  Autonomous vehicles will not, 

in fact, be making ethical decisions when executing these manoeuvres, cf. the oft-cited 

trolley problem. Designers and programmers will make ethical decisions; vehicles will 

simply do what they have been programmed to do.  The key focus, therefore, should 

be the decisions made by programmers and system designers in relation to the 

instructions given to the vehicle on matters such as the approach it should take to 

minimising likely harm and, secondly, the relative prioritisation of harms which that 

programming reflects. 

 

Consultation Question 45 (Paragraphs 9.76 - 9.88): 

 

What other information should be made available?   

 

A safety case demonstrating how the designers assure the safety of their vehicle - 

including compliance with a digital code, and dealing with updates in operation - should 

be made available to regulators.   This should also include details of internal monitoring 

and auditing systems and procedures - for example, the systems and procedures that 

are put in place to detect and prevent practices analogous to those that lay behind the 

Volkswagen emissions scandal.   

 

Future work and next steps 

 

Consultation Question 46 (Paragraphs 9.91 - 9.93): 

 

Is there any other issue within our terms of reference which we should be considering 

in the course of this review?  

 



We have highlighted a number of issues in the course of our responses to this 

consultation which we have suggested require further consideration.  At this stage, we 

would like to particularly emphasise the importance of: 

• the intellectual property issues we have discussed in this response,  

• the complexities of the issues underlying civil liability, especially in relation to liability 

for defective system design, 

• the challenges around devising an effective regulatory system. 

 


