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Background and Context 

The consultation document is an excellent piece of work which encapsulates 
a substantial number of issues in a coherent way. It asks a number of 
questions in the body of the text and most are asked as specific questions 
requiring on-line responses. Some are not, so this document aims to answer 
(partially) some of those questions, but in the flow and context of the 
document and the explicit questions. There are also comments and 
suggestions which do not specifically answer any questions but which I hope 
may be helpful. 
 
In order to navigate the document efficiently, the Chapter titles and the 
questions you posed are in order in black, my responses are in orange (exact 
copies of the responses on your website) and my further comments and 
answers to questions in the body text are in blue.  
 
 
 

  



Chapter 3: Human factors 

Consultation Question 1: Do you agree that:  

(1) All vehicles which "drive themselves" within the meaning of the 
Automated and Electric Vehicles Act 2018 should have a user-in-charge in a 
position to operate the controls, unless the vehicle is specifically authorised 
as able to function safely without one?  

Agree 
 
Whilst I don’t think the term “user-in-charge” is sufficiently descriptive, the 
description of their responsibilities and activities seems completely 
reasonable and I agree with this first part of Question 1 
 
(2) The user-in-charge: 

(a) must be qualified and fit to drive; 

(b) would not be a driver for purposes of civil and criminal law while the 
automated driving system is engaged; but 

(c) would assume the responsibilities of a driver after confirming that they 
are taking over the controls, subject to the exception in (3) below? 

Agree  
 
I agree that the user-in-charge must be qualified and fit to drive, would not 
be a driver for purposes of civil and criminal law while the automated 
driving system is engaged, but would assume the responsibilities of a driver 
after confirming that they are taking over the controls, however I don’t fully 
agree with the exception in (3) below. 

(3) If the user-in-charge takes control to mitigate a risk of accident caused 
by the automated driving system, the vehicle should still be considered to 
be driving itself if the user-in-charge fails to prevent the accident. 



Other  
 
This is more problematic. A driver intervention could make the situation 
worse, not better. Automatically assuming that the vehicle should be at 
fault if the driver (user in charge) has an accident very shortly after a 
handover could be unfair on the vehicle or system (or in effect, the entity 
responsible), from a legal point of view. 
An example may be extrapolated from the one given. The vehicle has 
autonomously entered a one-way street the wrong way, perhaps because 
the signage was obscured or missing and its maps were out of date. The 
vehicle faces 2 lanes of rapidly approaching traffic and “realises” that 
something is wrong and hands over control. The driver brakes very late and 
there is a collision. Is the autonomous vehicle “at fault”? Does the 
responsibility lie with the vandals who stole the sign? What if the vehicle 
takes a mitigating action of steering onto the empty pavement but the 
driver, thinking the vehicle has gone haywire, takes control and steers back 
into the oncoming traffic causing an accident? 
If the vehicle is driving, the vehicle is driving. If the driver is driving then the 
driver is driving. Whichever “causes” or contributes to the cause is at fault 
and it will have to be judged on a case-by-case basis.  
Also, consider the converse in today’s cars. A driver makes a poor choice 
and the automatic emergency brake (AEB) system intervenes. If the crash 
still happens, is the driver or the system at fault? Fundamentally the driver 
is at fault for putting the vehicle at risk (phase 1), but if the AEB 
malfunctions and fails to prevent the impact (phase 2), there may be some 
“system” responsibility and the Automated Vehicle Manufacturer (AVM) 
would need to explain why and if appropriate, put the fault right on other 
vehicles. There is no simple clear-cut answer – each case should be judged 
on its own merits. 

Consultation Question 2: We seek views on whether the label “user-in-
charge” conveys its intended meaning. 

In my opinion, the term “user-in-charge” does not convey its intended 
meaning that well. The term “user-in-charge” suggests to me a purely 
managerial role rather than an ability to play a direct intervention role 
(because some driving may or will be required). I agree with the explanation 
of what that person should do, but for me, they are still fundamentally a 



driver. In preference I would base the term on “driver” rather than “user” 
since a pure, full-time passenger is also a user of the vehicle. I would suggest 
“disengaged driver” or “part-time driver” or even “reserve driver”. I 
appreciate these are not ideal but I would suggest that they convey the 
intended meaning more clearly than a term based on “user”.  

Consultation Question 3: We seek views on whether it should be a 
criminal offence for a user-in-charge who is subjectively aware of a risk of 
serious injury to fail to take reasonable steps to avert that risk. 

Other  
 
In this context, it is assumed that the phrase “subjectively aware of a risk” 
is meant to mean “aware of a specific risk”. For any vehicle user (-in-
charge or otherwise), any journey holds some risk so the obvious step to 
avert the risk is to never go anywhere, ever! Not a particularly helpful 
conclusion, but it illustrates that level of risk must also be taken into 
consideration. Considering the example in 3.49, there is clearly a high risk 
of injury or fatality. In this circumstance, the user-in-charge should 
intervene and in my opinion should be criminally liable if they were 
aware, had the opportunity, but did nothing. 
So does this encourage Automated Vehicle Manufacturers (AVMs) to cut 
corners on their products? AVMs should not allow their systems to get 
into those high risk situations which a reasonable driver would avoid. In 
vehicle terms, high risk is nearly always associated with high speeds and / 
or short timescales. The ability for a human driver to appreciate and act 
in time is extremely limited, so the default position must be that the 
vehicle “does the right thing” and that the user should not be expected to 
intervene. If it is made clear that expected user intervention cannot be 
used as a defence in incidents with Level 4 vehicles, this issue should not 
arise. There will always be the risk of confusion of what a user-in-charge 
must have known and should have known. Added to this is the 
appreciation of level of risk. Edging forward through a crowd at very low 
speeds would be less risky than at even slightly elevated speeds. At 
1.0mph, I would expect the user-in-charge to be watching carefully, even 
in a true level 4 vehicle, because it is a moderately risky and unusual 
situation. At 0.1mph, I would not expect the same level of attention, 



because the overall risk is much lower. However, this is a human 
behaviour observation, not a vehicle design fall-back position.  

Consultation Question 4: We seek views on how automated driving 
systems can operate safely and effectively in the absence of a user-in-
charge.  

At the moment, perhaps it is not practical for automated driving systems 
to operate safely and effectively in the absence of a user-in-charge in the 
vehicle, but in the near future, yes, this is likely. 
There are a number of factors which influence this response:  
One is the deployment of ESN (the Emergency Services Network, run by 
EE), replacing the current TETRA system over the AIRWAVE network. As 
and when ESN is fully deployed, there should be 4G coverage of all UK 
roads as a government requirement of ESN. ESN should be sufficient to 
allow tele-operation (remote control) of an autonomous vehicle. This 
could be used in the absence of a user-in-charge in the vehicle, if the 
vehicle is drivable and has only stopped due to experiencing a condition it 
was not designed for. The wider question is one of cyber-security. If we 
rely on remote operation as a “safety net”, this exposes the vehicle to a 
greater cyber threat severity. Some AVMs may prefer not to do this to 
make their systems more cyber vulnerable. This risk and probability of 
attack is the same but the severity of the consequences are much lower if 
the attacker cannot actually take full control the vehicle. 
The second is an improvement in sensor systems. We should be able to 
get to cost effective sensing systems which are as good as, if not better 
than human perception within the next few years. They will be better 
able to cope with adverse weather than human drivers but will still need 
to plan ahead, as we humans do, in extreme circumstances (flooding, 
deep snow, etc.). Performance standards for sensors in adverse weather 
are an important requirement.  
The third is a better understanding of local conditions. Perception of 
policemen, parking attendants, potholes, and other issues will improve, 
though likely in geographically constrained areas at first. 
Ultimately, as technology progresses, the incidence of automated 
vehicles stranded at the roadside should be no greater than broken down 
human driven vehicles – that is to say: rarely. 



Consultation Question 5: Do you agree that powers should be made 
available to approve automated vehicles as able to operate without a 
user-in-charge?  

Agree  
 
I agree that the powers should be made available but initially evidence must 
be provided by each applicant that sufficient support is in place. This may be 
a tele-operating service (remote control service) with autonomous 
operation limited to areas with sufficient communications for this.  
Ultimately, the approval system must be able to differentiate & certify fully 
capable systems which need no support at all – just like human driven cars. 
These are very likely to be tuned for local or regional conditions in the early 
instances, so we should not hesitate in establishing UK specific 
requirements. Thought should be given as to who takes responsibility for 
roadworthiness, insurance, etc. This could be checked by the vehicle itself in 
many instances, (diagnostic systems and cross checking records remotely) 
but ultimately a human or commercial entity will have to take responsibility. 

Consultation Question 6: Under what circumstances should a driver be 
permitted to undertake secondary activities when an automated driving 
system is engaged?  

The sentences from 3.89 are relevant: “When drivers resume the dynamic 
driving task, they may lack the situational awareness needed to drive 
effectively. While some people find it easy to switch between tasks, others will 
find this more difficult” 
This is an understatement. There is evidence to suggest that the period of time 
required for a driver to have full awareness and full driving control is in the 
minutes, rather than 10s of seconds. In this timescale, it would be expected 
that the vehicle would in practice have to be able to achieve a “minimal risk 
condition”, so be Level 4. Under some circumstances, some drivers may be 
able to fully engage quite quickly, but how can the vehicle determine this 
before it allows the autonomous control system to be engaged? This is even 
more problematic as the driver may be alert when the autonomous driving 
function is engaged, but may degrade in alertness or change secondary activity 
whilst the vehicle is driving itself. It is clearly a very challenging task for a 
vehicle system to be able to monitor a driver and accurately predict how 
quickly they can take safe control. The reliability of such a system would need 



to be proven by the vehicle manufacturer, to a very high level of confidence. In 
practice it is most likely impossible, or so expensive and convoluted that Level 
4 becomes the easier option. 
On this basis, any secondary activity which does not lead to impairment of the 
driver’s ability to drive (alcohol, drugs, etc.) should be allowed, because 
effectively, Level 3 will not be allowed, and the driver becomes either a Level 4 
user-in-charge or stays responsible (Level 2) 

Consultation Question 7: Conditionally automated driving systems require 
a human driver to act as a fallback when the automated driving system is 
engaged. If such systems are authorised at an international level:  

(1) should the fallback be permitted to undertake other activities? 

No  
 
If such systems are allowed at international level without adequate real-
time driver sensing systems to determine that the driver can always take full 
control safely, (rather than assuming that the driver is doing a specific task 
that might, on occasion, allow them to retake control in a grossly optimistic 
timescale) then their usage in the UK should be constrained to Level 2, 
driver assistance, with the driver remaining fully responsible. It is 
understood that currently the UK Audi A8 models have their L3 motorway 
system disabled and it is my opinion that this should continue until a 
suitable L4 system is deployed.  
 
 (2) if so, what should those activities be? 

None – the driver remains in full control and responsible unless the system 
is L4. 

 

  



Chapter 4: Regulating vehicle standards pre-
placement 

Chapter 4 contains some very good summaries of current legislation, but 
also some rather sweeping statements and assumptions which are not 
helpful in that they are either untrue, partially true or misleading. 
As the questions are all at the end of the chapter, my narrative comments 
are included here before the specific answers. 
 
The title is confusing, using the term “pre-placement” which is unfamiliar in 
the industry and not defined in this context. Does it mean “before being 
used on the road for test purposes”, “before type approval is achieved” or 
“before a vehicle is registered for the road”? This should be resolved and 
clarified because different stages in the process will require different on-
road activities which could and I believe should, be controlled in different 
ways. Below is an explanation of terms and an indication of how on-road 
activities may be used. 
Pre-development 
This is a term used to describe data capture and concept feasibility. For 
automated vehicles, this may involve fitting a regular vehicle with a new 
sensor suite and data capture equipment. This vehicle may be driven 
extensively on the public roads to collect “real world” data. In an immature 
technology area, this will be extensive. Concept feasibility may add a 
decision making control system. The same vehicle is driven on the roads by 
human driver and the sensors feed the control system. The system makes 
decisions and these are recorded, but not used for the control of the 
vehicle. Afterwards, comparison is made between what the human driver 
did and what the control system decided was appropriate to do under the 
same circumstances. 
Development 
The industry tends to use the term “development” to describe the phase up 
to design freeze. Most system level development will take place at a test 
track, but some non-safety-critical component level development might be 
done on road (usually not related to control of the vehicle).  
Development usually requires the component or system to meet some very 
specific requirements – and these tests are achieved under controlled 
conditions, not the public road. 
 



Verification 
“Verification” is used to describe the testing against what the manufacturer 
intended (against the manufacturers own in-house requirements). A failure 
at this stage leads to another development iteration and verification. 
Verification is likely to be a combination of virtual and physical track testing. 
Some manufacturers may want to do some general verification on the 
public road. (X,000 km of road type A with a maximum of Y types of faults). 
In these tests, safety critical issues or safety problems are not expected. If 
the vehicle encounters an unforeseen circumstance, this is to check that the 
vehicle stops or executes a “minimum risk” condition, or behaves in some 
other appropriate manner. This is the interesting phase since it is the first 
one when a new ADS drives on the public road, and hence the highest risk. 
These vehicles are registered as prototypes under the Road Vehicles 
(Authorisation of Special Types) (General) Order 2003 and are not normally 
type approved nor single vehicle / low volume approved.   
Confusingly, some use the terms verification and validation interchangeably, 
but they are 2 distinct phases. 
Validation 
Finally the vehicle will undergo “validation”, which is typically a combination 
of “homologation” (type approval for Europe and self-certification for the 
USA) and consumer testing (mainly NCAPs of different types). Validation is 
usually undertaken by either an independent authority or witnessed by an 
independent authority, with the exception of self-certification for the USA, 
although some authorities may also witness these on request of the vehicle 
manufacturer. Validation for an ADS is likely to involve virtual and physical 
testing, with the physical testing on a track. Traditionally, no validation 
testing was undertaken on the public road but with the advent of the new 
emissions tests, this is no longer true. However, and emissions failure on a 
public road test is unlikely to kill anyone whereas an ADS failure could. 
Therefore it is my opinion that physical validation tests must be confined to 
secure test tracks. The end of validation is marked by a whole vehicle type 
approval. 
In parallel with the validation phase, the manufacturer may wish to do 
additional on-road “durability” testing, perhaps in more extreme conditions, 
or simply to gain greater confidence. These will again be registered as 
development prototypes, under the Road Vehicles (Authorisation of Special 
Types) (General) Order 2003 
Also in parallel with the validation phase there is often a press launch. At 
this stage, 10s of vehicles are produced to production standard (or very 



close) and are tested on the public roads by journalists. These are generally 
registered as single vehicle approvals, effectively requiring an inspection 
similar to, but in more depth than an MOT. This will require all the 
component approvals (usually the E-marking is enough, copies of the actual 
certificates are not required), but not necessarily the system approvals. 
In some circumstances, it is not unknown for production to start before 
WVTA is achieved. There are many instances of vehicles being shipped 
around the world and being held at ports before a local launch, while 
retrofit teams hurriedly swap parts to bring the vehicles into line with a last 
minute WVTA spec, caused by a type approval failure and a last minute 
change. With software changes being relatively easy this is likely to become 
more common with complex electronic systems. 
 
In summary, the stages involving road testing before type approval are: 

 Data capture – driver drives. 

 Concept feasibility for control system – development vehicle, driver 
drives. 

 Verification – development vehicle drives, trained driver ready to take 
over. 

 Durability – development vehicle drives, trained driver ready to take 
over. 

 Press launch – SVA vehicle drives, untrained driver, maybe ready to 
take over. 

Legislative control of each of these stages should be considered. 
 
 
Sections 4.1 to 4.56 are generally very good but there seems to be some 
misunderstanding or at least miscommunication regarding some systems 
approvals. Some systems approvals are carried out at full vehicle level. 
Crashworthiness safety is a system approval but involves crashing the entire 
vehicle. In fact frontal crash protection and side crash protection are two 
different system approvals. Likewise, M1 emission testing is a system 
approval but is also undertaken with the whole vehicle. This is important 
since an automated vehicle control system (again, likely to be a system 
approval) will also need to be tested, most likely both virtually and 
physically, at full vehicle level. This seems to have been missed or is unclear 
in the document. It is also likely that, just as a crashworthiness system 
approval builds upon component approvals (notably seat belt approvals), 
and other system approvals (seat belt anchorage, seats, interior fittings and 



protective steering), it is likely / desirable that an autonomous vehicle 
control system approval will build upon component approvals (various 
sensor types) and other system approvals (steering, braking and possibly 
some sort of power control). None of this is made clear in the document, 
but is very important to the “shape” of future legislation and the approval 
process. 
 
Section 4.57 onwards describes the “Something Everywhere” type approval 
path. This section is rather weak and in my opinion should be the heart of 
the entire document. The presumption in this section and which is explicit in 
4.66 is that the two development paths “Something Everywhere” and 
“Everything Somewhere” will “eventually” converge. 12 months ago I would 
have agreed with this, believing there to be a substantial gap between ADAS 
on one side and fully autonomous “pods” on the other. Today, I think 
differently. Convergence is actually happening now and we need to legislate 
for it sooner, not later. 
For some time, I was chair of the SMMT sub-group looking at ADSF and 
Reg.79 providing UK industry responses back to the working group in WP29. 
It was painfully slow and at WP29 was clearly dominated by the Germans. 
Whilst UNECE may be “leading the field” from a legislative viewpoint, there 
is no way that they are leading the technology and they are dropping 
further behind as time and technology moves on. 
Vehicle manufacturers like JLR and Mercedes are progressing with higher 
levels of automation, specifically level 4 and are looking to apply this to 
production vehicles. Companies like Oxbotica and Fusion Processing are 
doing similar things from a technology driven viewpoint. Such companies 
are starting to work together to provide more robust L4 capability which will 
appear on production vehicles. My guess is that such vehicles could be 
offered for sale within 10 years, and companies willing to take greater 
commercial risks (with strong financial backing, and no existing reputation 
to worry about trashing) probably sooner than that – specifically some 
Chinese companies. 
Whilst I used to agree that private car automation on motorways would 
substantially lead automation in urban, suburban and rural roads, I am no 
longer convinced that this is true. I think motorways, urban and suburban 
will lead rural, but local and regional differences in the urban and suburban 
will become very important very quickly. As the paper suggests, WP1 and 
WP29 don’t yet have any means to incorporate regional differences, and to 
be honest, they are so hopelessly slow as to be almost irrelevant. 



Hence I completely disagree with the sentence in 4.60 “We do not perceive a 
need to develop UK specific standards or tests for automated functions within 
new vehicles with human drivers.” I strongly believe the opposite; that the 
UK should develop specific standards or tests for automated functions 
within new vehicles with human drivers. If we don’t, the German 
manufacturers will do it anyway, the German government will support their 
industry at the UNECE who will then follow, irrespective of what is best for 
UK roads or UK industry. The UK specific requirements are not going to 
change substantially. Our roundabouts, police uniforms, road repairworks 
signage, having flashing amber pedestrian traffic lights and various other UK 
specific aspects, will not change substantially over the next few years. So I 
think we should be defining these UK specific requirements now and 
building these into national legislation, filling in the substantial UNECE gaps 
as we go. At the same time we should be actively participating in WP1 and 
(much more actively in) WP29 to ensure that these requirements and our 
approach are recognised, valued and incorporated. This will encourage 
inward investment in the UK, as it is always easier to develop a product 
against known requirements, than to have to guess at what those 
requirements are or might be.  
 
The diagram below shows the outline of the simulation and test phases flow 
which I would suggest before allowing any organisation to test automated 
vehicles on the public roads. This provides increasing levels of confidence 
and logical points at which to check performance against relevant standards 
(which are yet to be written). 
 
In essence, I propose that before any automated vehicle is allowed 
unfettered access to the entire UK road network, we use the test beds in a 
coherent and logical set of steps to ensure a baseline of safety. 
 
If a foreign organisation has undertaken some of the earlier steps in another 
country, this may be taken as acceptable if a case of equivalence can be 
demonstrated. However, the monitoring of the vehicle over a certain 
distance or time on one of the UK public road test beds (Midlands Future 
Mobility or Smart Mobility Living Lab) should be mandated before granting 
permission for testing on the wider network. 
 
 
 



 
 
 
 
 
 
 
 
 
 
  
 
 
 
 
 
 
Section 4.61 states that “Eventually, highly automated vehicles will be 
marketed across borders.” This is likely to be true at various levels, and 
“eventually” will come relatively soon. The simple existing legislative 
borders are national ones, but the real ones for AVs are environmental 
borders. Consider Scotland. Driving in Glasgow has more similarities to 
driving in Birmingham than driving in the Highlands or on the Islands. We 
should start to think how we divide up the UK into areas where specific 
environmental features will drive specific ADS behaviours – these will start 
to set what the local requirements for that area should be.  
When we understand what behaviours are local specific and which are more 
general, we can start to structure what local enforcement should look like. 
Referring back to the diagram above, it may be that different types of urban 
and rural test facilities may be required to ensure enough features are 
covered for different regions of the UK. 
 
Section 4.62. “Pre-placement testing can only go some way towards 
ensuring that vehicles are safe.” This is absolutely wrong. Pre-type approval 
testing must ensure that vehicles are adequately safe to be placed on the 
public road in the hands of the general public. This testing will probably be a 
mixture of virtual and physical. The question of what is “adequate” is key. 
Current automotive safety legislation provides a minimum level of 
acceptable safety although some manufacturers far exceed these – that is 



their choice and manufacturers like Volvo build their brand around this 
philosophy. It will be totally unacceptable to provide vehicles into the hands 
of the public which have inadequate levels of safety – by definition. For 
many years, regulators and industry have debated and argued for and 
against safety legislation changes for various reasons. The result is that we 
have pretty much the highest safety levels in the world, and in general these 
are acceptable to the population.  The system works – why change it to 
something that by definition does not work? 
“The technology of automation is developing extremely fast - often faster 
than regulatory standards or testing protocols”. Absolutely true. We need a 
step change in how standards, regulations and testing are established to 
make them much more responsive. Relying on the UNECE processes simply 
isn’t going to work. We have to do something different, better and much 
faster. 
“With such sophisticated and untried technologies, it is not possible to know 
if the functions are safe enough until they have been used by (fallible) 
human drivers and met real world driving conditions.” Test drivers are 
fallible humans who are trained to take calculated risks, either on a proving 
ground (higher risks) or the public road (lower risks). This can be supported 
by volunteers driving in simulators but vehicles which are not yet deemed 
acceptably safe must not be handed over to the general public. “Post-
placement” monitoring can and should be used to raise those standards and 
to plug unforeseen gaps. But if the gaps are foreseen, they should be “filled” 
by standards, to the best endeavours of those involved; legislators and 
manufacturers. 
 
Section 4.116 describes the RAND Corporation approach. I disagree with this 
approach. The pharmaceutical industry faces quite different challenges to 
the automotive industry. Drugs affect all people slightly differently and 
some people very differently. This is due to the complexity and variability of 
the biochemistry of humans. Type approved mass produced vehicles are all 
the same, although they are subject to wide range of operating conditions. 
These conditions can, on the whole, be predicted and catered for in the 
design. Humans do not have biochemical accident recorders. A vehicle 
accident can be reconstructed and errors in decision making can be 
corrected in new vehicles or as updates to existing vehicles. It can and 
perhaps should result in the generation of a new “scenario” which can itself 
become a new standard requirement. 
 



Consultation Question 8: Do you agree that:  

(1) a new safety assurance scheme should be established to authorise 
automated driving systems which are installed: 

(a) as modifications to registered vehicles; or 

(b) in vehicles manufactured in limited numbers (a "small series")? 

Agree 
 
Yes. A safety assurance scheme is required and it should be run by a 
specialist agency which will require specialist staff with a sound knowledge 
of AV technologies and issues. This agency should undertake a number of 
roles which go beyond the administration of the scheme. 
The behaviour of the ADS should comply with a number of scenario based 
requirements. The number of scenarios should consist of a basic set for the 
driving mode (such as motorway driving, or parking) plus a local or regional 
set (with specific local road geometries and signage, etc.). There may be 
several such local scenario sets, one for each local area type in which the 
autonomy function is allowed to operate. 
This approach should be applied to all vehicles, whether as modifications to 
registered vehicles, to new high volume vehicles or to limited series 
production.  
It is likely that small batches of vehicles destined for a specific locale may 
need comply with a relatively small number of local scenario requirements, 
and possibly none at all. 
Most of the local variations will be entirely software related and common 
hardware can be distributed more widely. As systems get more mature, 
these software elements may be linked together and the vehicle becomes 
safe to use over a wider area.   
It is my opinion that amongst its roles, the new agency should be 
responsible for the establishment and upkeep of the local and national 
scenarios and to determine the geographic boundaries where scenario sets 
are required within the UK. 
 

(2) unauthorised automated driving systems should be prohibited? 



Agree  
 
Unauthorised systems are open to abuse and may not be fit for purpose. It 
is unrealistic to expect the lay person to determine what is sufficiently safe 
for them from a complex black box system, so the principle of “buyer 
beware” is wholly inappropriate in this context. There must be basic safety 
requirements and the purchaser / end user must have confidence that these 
are complied with. 
 

(3) the safety assurance agency should also have powers to make special 
vehicle orders for highly automated vehicles, so as to authorise design 
changes which would otherwise breach construction and use regulations? 

Agree 
 
I agree with the EU and UNECE approach described in 4.51 to 4.56 that 
national authorities, in our case, the new safety agency, should have the 
option to allow special vehicles or new technologies in their own countries 
where the volumes are relatively low and the resulting exposure risk is 
similarly low. Clearly, a logical safety case must be made for each. The 
nature of that safety case could be supported by virtual testing but must be 
supported by some relevant physical testing. See answer to Q10 below. 

Consultation Question 9: Do you agree that every automated driving 
system (ADS) should be backed by an entity (ADSE) which takes 
responsibility for the safety of the system?  

Agree  
 
Yes. These are likely to be highly complex systems with components, both 
physical and software, from a number of suppliers. One single entity must 
take full responsibility for the overall system and must understand how it 
works. Normally this would be the vehicle manufacturer as he is responsible 
for the type approval process for the vehicle. Where the system is a retrofit 
or is not covered by the type approval process for some other reason, it is 
very important that one entity takes responsibility for overall performance 
and obtaining the approval from the new safety agency. 



Consultation Question 10: We seek views on how far should a new safety 
assurance system be based on accrediting the developers’ own systems, 
and how far should it involve third party testing.  

The European pedestrian protection testing protocols are a good indicator 
to a suitable process. In essence, they provide a number of scenarios (in that 
case, impact points) and request the manufacturer to provide results of how 
their vehicle behaves in those scenarios. The independent test organisation 
then selects a number of scenarios from the matrix and tests them. They 
compare their results with the equivalent manufacturers’ results and if they 
align, all of the manufacturers’ results are accepted. If the manufacturers 
results differ substantially then the manufacturer has a problem which will 
require resolving before any further progress can be made else the system 
would be considered to have failed. The manufacturer has the option to 
physically test all scenarios (expensive & time consuming), virtually test all 
scenarios (risky) or a mixture of both (most likely), where the physical tests 
are used to correlate the simulations. 
 
The random selection process means that the physical test performed by 
the third party is most unlikely to have been physically tested before the 
onus is on the vehicle manufacturer to ensure that the virtual tests must be 
sufficiently accurate. This is the point – to gain sufficient confidence that the 
computer simulation is accurate across all the scenarios it is being used to 
evaluate. 
 
Costs are important and computer models and physical tests are both 
costly. How many physical tests should be used to validate the computer 
model? This is an unknown at this stage but the answer will be dependent 
on the general level of confidence in the model, which will likely be related 
to the experience of the modeller in creating models and running 
simulations of a similar type. 
 
How many simulation runs will be required for full type approval? By the 
time we get to established manufacturing processes, my estimate is that for 
a reasonable level 4 production vehicle, with a simulation team of 
“reasonable” experience, it will be in the high thousands to low tens of 
thousands of discrete runs, with some reruns required for problematic 
cases.  



For physical testing, we probably want to keep to less than 100 physical 
scenarios in development but each of those might have a number of related 
tests, which could be run such that a scenario could be completed in a day. 
(Same scenario, with different closing speeds and alignments, different light 
levels, different partner vehicles, etc.). A solid 3 to 4 month test programme 
with one vehicle is not unrealistic in terms of acceptable cost. 
Again, in my opinion, when mature, the process of type approval would 
require around 15 to 20 random physical tests. These should adequately 
confirm the model and the physical correlation, assuming no problems are 
encountered. (3 or 4 per day, for a working week). 
 
A safety assurance scheme for low volumes may use a similar approach with 
a small set of scenarios required to be simulated, a small set of physical 
tests for correlation of those simulations and a smaller set of independent 
random tests to provide confidence in the simulations. The level of the 
reductions would be related to the quantity of vehicles and the perceived 
risks of the vehicles. Hence a heavy goods vehicle or a PSV would require 
more work than a low volume M1 or N1 vehicle. The nature of their 
deployment may also be used within the risk calculation to determine how 
many scenarios are required. A vehicle operating on the road 24/7 is likely 
to be a higher risk (due to exposure) than an autonomous agricultural 
vehicle which is mainly used in fields and only used autonomously on the 
road for a short period in a very local environment. 

Consultation Question 11: We seek views on how the safety assurance 
scheme could best work with local agencies to ensure that it is sensitive 
to local conditions.  

There is an assumption made in the question that the local agencies (road 
authorities and councils) are knowledgeable regarding their own local 
conditions, and crucially, their effects on the many different types of AVs. 
This is generally a false assumption since whilst a small number of local 
agencies may be sufficiently staffed with such knowledgeable people, most 
will not. 
The safety assurance agency (or similar body) should investigate the whole 
of the UK, perhaps with local agency support where appropriate, to identify 
local and regional variations which are relevant. Only this way will there be: 
 



 A consistent and efficient approach 

 A national understanding of where geographic boundaries 
should exist which describe required scenario sets 

 A consistent pipeline of local requirements which ultimately 
feed into national and international standards 

Aspects which may need to be considered are: 

 Weather – most probably through the national body (Met Office), 
perhaps with specific local additions (e.g. road X regularly suffers from 
550mm of snow in February) 

 Road Geometry – this may be done with the national body (Ordnance 
Survey), by local surveying, or by other commercial organisation. 

 Unusual traffic signs – local agency or direct survey 

 Types of vehicles or other hazards likely to be encountered. 

 Specific driving behaviours and other road usage behaviours – such as 
the tendency for visiting foreign drivers to drive on the wrong side of 
the road on the vicinity of ports, cyclists crossing traffic signals on red, 
the way flocks of sheep and herds of cattle cross roads, etc.) 

 
 

  



Chapter 5: Regulating safety on the roads 

Some initial comments on Chapter 5: 
5.1 “With such sophisticated and untried technologies, it is not possible to 
know if automated systems are safe enough until they have been used in 
real world driving conditions.”. This is simply the wrong approach. If the 
technology is “untried” there can be no justification for use by the public on 
the public road. This is why the industry uses development testing. The 
phrase should say “With such sophisticated and untried technologies, it is 
not possible to know if automated systems are safe enough until when they 
have been used sufficiently tested in real world driving conditions, both 
virtual and physical”. 
 
5.2 “This is true for all levels of automation”. This phrase contradicts 5.1. If it 
is only for sophisticated technologies, it can’t be true for all levels of 
automation! Ironically, I think my point is true for all levels of automation – 
test and understand first, don’t plough on in ignorance and hope. 
 
Also, if remote driving is going to be allowed, then there should be clearly 
defined training and possibly licencing requirements, over and above a 
normal driving licence. 
 

Consultation Question 12: If there is to be a new safety assurance scheme 
to authorise automated driving systems before they are allowed onto the 
roads, should the agency also have responsibilities for safety of these 
systems following deployment?  

 Other  
 
Fundamentally, the ADSE should have responsibility for the system’s safety 
following deployment, assuming that it is undamaged, and has not been 
tampered with. However, the new authority should have some role too. To 
describe this role requires breaking it down into more manageable sections. 
An automated driving system might provide less than ideal safety 
performance in different ways: 

1. It senses and recognises a condition it cannot cope with and places 
the vehicle in a minimal risk state. 



2. It fails to detect that a particular scenario is occurring so does not take 
the correct action. 

3. It detects that a particular scenario is occurring makes a bad decision 
and takes what is clearly the wrong action. 

4. It detects that a particular scenario is occurring and takes a less than 
optimal action, but one which if it were a human driver would be 
considered reasonable or at least understandable under the 
circumstances. 

5. It operates as approved in a scenario which clearly one which is 
effectively the same as a scenario in a standard or legislation, but in a 
manner or under a condition which leads to unintended adverse 
consequences. 

6. The vehicle determines that a sensor system failure has occurred and 
that whilst it can continue for a short period in relative safety with its 
redundant systems, the “user in charge” does not get the issue 
resolved in a reasonable time period (the vehicle “limps” on for an 
unreasonable period.) 

In my opinion the responsibility of the new authority should be: 
Case 1: The AV should self-report such instances either back to the ADSE 
who must pass on to the new agency, or directly to the new agency. The 
agency should collect similar instances and define a new scenario for 
general or local conditions. No action against the ADSE because 
fundamentally the system behaved safely. The information is used to 
improve overall performance. 
Case 2: This could be either a sensor failure (permanent or temporary) or an 
ADS failure. The vehicle might not self-report so the report may be from the 
user, another road user or the police, etc. If there is a resulting accident, the 
vehicle should self-report back to the new authority directly. In any case, 
the new authority should investigate with the ADSE and agree a suitable 
route forward: whether a recall, a software update or no action, but 
propose changes in future standards. 
Case 3: The vehicle might not self-report so the report may be from the 
user, another road user or the police, etc. If there is a resulting accident, the 
vehicle should self-report back to the new authority directly. In any case, 
the new authority must investigate with the ADSE and agree a suitable route 
forward: whether a recall, or a software update. 
Case 4: The new authority should investigate with the ADSE and agree a 
suitable route forward: whether a recall, a software update or no action, but 



propose changes in future standards. If there is a resulting accident, the 
vehicle should self-report back to the new authority directly. 
Case 5: If there is a resulting accident, the vehicle should self-report back to 
the new authority directly. The new authority should liaise with UNECE and 
any other appropriate authority to redefine the scenario in question to 
reflect the event in question. No action against the ADSE since it has met 
the legally prescribed requirements, unless the incident and consequences 
were reasonably foreseeable with that particular implementation. 
Case 6: The vehicle self-reports to the new agency after prescribed periods 
and the agency sends warnings to the user-in-charge with potential criminal 
action if unresolved. 
 
If so, should the organisation have responsibilities for: 

(1) regulating consumer and marketing materials? (2) market 

surveillance? (3) roadworthiness tests?  
Please explain your answer:  
 

(1) In my opinion, the ASA and Trading standards should retain 
responsibility but the new authority should generate new guidelines 
which ASA and Trading standards should use as a reference for what is 
acceptable and what is not. 

(2) Market surveillance can consist of various facets. In my opinion, the 
new authority should take the following responsibilities and actions: 
Collation and assessment of user, other road use and emergency 
service complaints about a particular behaviour of an AV or self-
reported conditions which result in minimal risk state (see Case 1 
above). 
Collation of self-reported accident data or where that is not possible, 
event recorder data accessed and provided by the police. 
Collation and response to vehicle reported system faults which are 
unresolved (Case 6) 
Any other related actions as per cases 1 to 6 above. 

(3) Roadworthiness tests. Fundamentally, no. If the existing MOT 
remains, it should check that the systems are working as intended by 
means of self-checks and simple workshop tests and check. In my 
opinion, automated vehicles must be able to perform many self-
checks on a periodic basis, and many of the aspects currently checked 
once a year on MOT could be self-checked every day or even every 



second. Visibility issues such as a cracked windscreen could be 
replaced by a camera image assessment of obscuration. Brake wear 
and tyre wear could/should also be self-monitored, etc. There may 
still be a requirement to assess damage types and corrosion which 
would be difficult to self-monitor, but even humans in MOT stations 
are inconsistent in these aspects. Perhaps in the future, an 
autonomous vehicle could drive itself to an automated assessment 
station where is would be thoroughly jet washed and then 
photographed is great detail to automatically determine changes from 
a master reference or perhaps previous visits of its own. 

 
We seek views on whether the agency’s responsibilities in these three areas 
should extend to advanced driver assistance systems. 

Yes, extend to advanced driver assistance systems  
 
Following on from my answers above: 
 

(1) Yes, for ADAS, the ASA and Trading standards should retain 
responsibility but the new authority should generate new guidelines 
which ASA and Trading standards should use as a reference for what is 
acceptable and what is not. 

(2) The market surveillance answer is the same, but there is unlikely to be 
any self-reporting by the vehicle and accident data from event 
recorders is likely to be minimal and less easy to access. 

(3) Roadworthiness checks for the ADAS should not be undertaken but 
there should be a clear set of instructions and available equipment for 
the MOT tester to interrogate the on-board systems for faults or 
problems. On that subject, fault codes should not be able to be 
erased. All faults detected should be permanently recorded on vehicle 
and where repairs are made, these too should be recorded. Each 
complete dataset should be copied and the copy downloaded and 
centrally stored at each MOT test. 

Consultation Question 13: Is there a need to provide drivers with 
additional training on advanced driver assistance systems?  

 Other  



This depends on the type of ADAS. If the system is an emergency 
intervention system (AEB or emergency lane keeping, etc), then the 
operation is rare, rapid and needs no user understanding. In such cases, no 
training should be required. 
Where user (driver) understanding is key to the safe operation of the ADAS, 
the driver should be suitably trained. This should NOT be by a salesman at a 
dealership since the driver may not always be the purchaser. In my opinion, 
the solution requires some key elements to be in place, which may require 
legislation: 
Firstly, the vehicle must be able to positively determine who the driver is 
and whether or not they have sufficient knowledge or experience to use a 
function. If they have not, the function should not be made available to 
them. 
Second, the vehicle should have the capability to provide a short training 
program to the driver. This would probably consist of a video on an internal 
display together with a series of questions requiring either responses 
through the display terminal, responses by operating relevant controls 
(vehicle stationary in “training mode”) or preferably both. When the 
identified driver has achieved a sufficient level of understanding, the system 
is made available to that driver in normal operation. The process could be 
augmented by a series of audible “nag” messages during the initial 
applications of the system, such as “Hey Dave, remember that if you want 
the car to keep parking, you need to keep your finger on the button on the 
handset – and you need to watch for obstructions” 
Regarding changing the driving test, I fully agree with all points in 5.54. 
 

If so, can this be met on a voluntary basis, through incentives offered by 
insurers? 

 No  
 
Not really. Insurance companies are inconsistent in the application of such 
policies – the problem is too widespread for this approach. Also if the 
training is away from the car, it becomes an inconvenience, so less likely to 
happen. Also, there is the issue of determining which training course is 
suitable for which system unless each manufacturer provides a course for 
each feature on each type of vehicle. How would an insurance company 
know that a specific course is appropriate? 



The logistics of providing physical courses (rather than on-line ones) would 
be significant and costly. An online course may be possible but how do you 
determine that the driver doing the online course is the driver in the car? 
Also, an on-line course does not check that the driver understands the 
actual operation and feel of the controls involved, which can be important. 
Better that the car provides the training suitable to its own features (as per 
the answer above) and limits application to those it knows the driver 
understands and can cope with. This also gets around the problem of 
licencing for new features and functions – the car allows to the driver to 
drive normally but only to use the functions which he / she is trained for. 

Consultation Question 14: We seek views on how accidents involving 
driving automation should be investigated.  

The accident investigation branch of the new agency MUST investigate ALL 
accidents involving driving automation. Vehicles which have self-driving 
modes (level 3 and above) should have much more detailed and thorough 
event data recorder requirements to support this.  In my opinion this should 
include: 

 Surround video around the whole of the exterior of the vehicle. 

 All perception sensor data, both raw (when accessible) and tracked 
target and fused. 

 All ADS decisions and outputs (direction indicators, brakes, steering, 
etc.) 

 All user control inputs (if applicable) 
The above should be provided for at least 10 seconds before the incident 
(usually considered as the first impact time, or Tzero) and for at least 10 
seconds after that time.  
This data should be augmented by whatever other data is available, 
including the normal photogrammetric data from police accident teams, 
other vehicle camera footage, static camera footage, mobile phone records 
(for other drivers who may have been inattentive), etc. 
 

We seek views on whether an Accident Investigation Branch should 
investigate high profile accidents involving automated vehicles? 
Alternatively, should specialist expertise be provided to police forces. 



The AIB should investigate all accidents involving automated vehicles, not 
just high profile ones (who would determine what is high profile and why?) 
Surely we want to include everything and with modern data capabilities, 
there is no reason why this should not be possible if the proper data 
infrastructure is in place and much of the process is automated. 
Where only human driven vehicles are involved (including with ADAS), these 
should be investigated by the police in the current way. Where accidents 
involve both human and automated vehicles, the police should investigate 
from the human driver side and the new agency should investigate from the 
AV side. Both should share results with the other. 
For AV only accidents, police activities should be limited to collecting data / 
evidence. It is unrealistic for each police accident team to be kept up to date 
with the latest technologies and issues and unfair to put this responsibility 
upon them. They should relay all data and evidence to the AIB. Where 
criminal intent is suspected, the process should be the same but the 
suspicion should be expressed by the police and the AIB results fed back 
into the police investigation. 

Consultation Question 15:  

(1) Do you agree that the new safety agency should monitor the accident 
rate of highly automated vehicles which drive themselves, compared with 
human drivers? 

 Other  
 
Yes, the safety agency should monitor the accident rate of highly automated 
vehicles which drive themselves. As they should be responsible for all of the 
investigations, this should be straightforward, consistent and well detailed. 
The agency should not be expected to monitor the accident rate of human 
driven vehicles. This is complex and undertaken by other bodies already. 
Comparisons of dissimilar data sets can be problematic but hopefully as 
automated vehicle penetration rates increase, the number of human driven 
accidents will reduce, hopefully to a level where they can all be investigated 
in detail and to a similar level as automated vehicles. 
 
 (2) We seek views on whether there is also a need to monitor the accident 
rates of advanced driver assistance systems.  



 Other  
In many cases, AEB and increasingly AES will be used and in some accident 
cases, they will not prevent the accident. Monitoring these will be a bit of a 
nightmare and realistically, only RAIDS in the UK (and GIDAS in Germany) 
will give any useful indications about what is happening, and these are only 
local so will not give national level data. 
If an ADAS involving automated driving (such as Autonomous Valet Parking) 
is involved in an accident (most likely NOT on the public road) then there 
may be a case for the new safety agency to investigate and monitor, just as 
it may for autonomous service vehicles not on the public roads (Heathrow 
pods, etc) 

Consultation Question 16:  

(1) What are the challenges of comparing the accident rates of automated 
driving systems with that of human drivers? 

The paper sets out some of the issues of comparing automated vehicles 
with human driven vehicles form the viewpoint of accident statistics. 
However, it fails to consider exactly what type of human driven vehicle is 
the baseline. Today, we have almost complete market penetration of 
Electronic Stability Control (ESC) systems, reasonable market penetration of 
Automatic Emergency Brake (AEB) systems and tiny market penetration of 
Automatic Emergency Steering (AES) systems. Both of the latter will grow 
over the coming years. All three are systems which take over some degree 
of vehicle control to intervene when the human driver has failed in some 
way. This partial automation (intervention only) improves safety of course. 
Together with automatic speed limiting, red light warning systems/red light 
AEB etc, we should expect significant reductions in accidents and casualties. 
It is therefore unrealistic to expect fully automated driving systems to 
perform in a substantially safer way than human drivers with extensive 
intervention-type assistance systems. So any comparison with “human” 
driven vehicles needs to be clear exactly what that means. Do we ignore 
cars with ESC, AEB and AES? What about ABS? That is an assistance system 
which effectively modulates your brake pedal to prevent wheel lock-up, 
instead of your foot doing it. It is another form of automation. Where do 
you draw the line? The answer is, of course, that the question is rather 
meaningless. 



Also, if an AV has a serious single vehicle crash when driving with no 
occupants, it will not appear in the current statistics as there will be no 
injuries. Does this matter? In terms of accident investigation for cause, yes 
of course it does. 
If an AV without an occupant steers off the road and into a tree to prevent a 
crash with a human driven vehicle coming towards it on the wrong side of 
the road, is the AV at fault? The idiot drives away scot free and the AV 
owner / insurance company picks up the bill. 
Overall, accident statistics are ripe for political manipulation, but not much 
else. When the death rates fall, the vehicle manufacturers claim it is 
because their vehicles are safer, EuroNCAP claim it is their tests, the road 
agencies claim it is because they have redesigned their accident blackspots, 
the police claim it is because of their speed cameras, drink-drive 
campaigners claim it is due to their campaigns, DfT claim it is because the 
driving test is more stringent, etc, etc, etc. The list is almost endless and 
everyone wants to take the credit. Nobody steps up to say they got it wrong 
when the accident or death rates don’t fall, of course. 
The whole area of AV accident statistics needs a rethink – what do we 
actually want to determine? With automated vehicles we can enforce far 
greater use of much more sophisticated event data recorders to allow rapid 
determination of the (usually a) combination of causes of an accident. That 
is what matters.  
Simplistic, crude statistical comparisons are rather unhelpful and distracting. 
This is easily illustrated with the following argument. 
If we think that AVs are safer than motorbikes but not as safe as human 
driven vehicles, do we ban motorbikes and allow AVs instead? Logically 
perhaps we should….Or do we ban all types of transport except the very 
safest? Of course not. 
It comes down to societal acceptability. We accept deaths on the road as 
inevitable. Undesirable, expensive and personally damaging in many ways, 
but ultimately acceptable……. because we DO accept them. They keep 
happening and we haven’t stopped them. 
So what does society expect of AV accident rates? Fundamentally and sadly, 
society doesn’t care. Each individual wants to be “safe”, but not at any cost. 
If the introduction of AVs doesn’t cause a sharp spike in accident figures or 
death rate, (which is clearly attributable to AVs) that is probably good 
enough for society. Hopefully, those of us who will try and work out what 
the stats mean in order to try and improve safety, can get on with our jobs 
and we will edge a little further towards zero deaths and injuries. 



 
(2) Are existing sources of data sufficient to allow meaningful comparisons? 
Alternatively, are new obligations to report accidents needed? 

Are existing sources of data sufficient to allow meaningful comparisons? No 
they are not. See previous answer for why. 
Alternatively, are new obligations to report accidents needed? Yes. 
The existing human driven vehicle parc is large, the numbers of accidents 
are large and the scale of the problem is huge. With automated vehicles, we 
have the opportunity to force more sophisticated event data capture 
systems and to force automated reporting. This will be a tiny fraction of the 
overall at first – which is good – we can evolve and tune the system and 
processes. The volumes will grow and eventually might dominate human 
accident stats. This will be the way forward and the new safety agency 
should enforce learning and improvement from it, for better future AVs.  
  



Chapter 6: Civil liability 

Consultation Question 17: We seek views on whether there is a need for 
further guidance or clarification on Part 1 of Automated and Electric 
Vehicles Act 2018 in the following areas:  

(1) Are sections 3(1) and 6(3) on contributory negligence sufficiently clear?  

 Other  
Insufficient expertise to make a useful contribution. 
 
 (2) Do you agree that the issue of causation can be left to the courts, or is 
there a need for guidance on the meaning of causation in section 2?   

Other  
Insufficient expertise to make a useful contribution. 
 
 (3) Do any potential problems arise from the need to retain data to deal 
with insurance claims? If so: 

(a) To make a claim against an automated vehicle’s insurer, should the 
injured person be required to notify the police or the insurer about the 
alleged incident within a set period, so that data can be preserved?  

(b) How long should that period be? 

 
The key evidence will be video evidence. Current “dash cam” devices 
provide a similar aftermarket service but in an AV, the function would be 
built-in, and it is proposed that it should be full surround (360 degree) 
coverage. A dash cam normally records continuously but over-writes data 
after a prescribed time. This may be high tens of minutes to tens of hours. 
Selected parts of the recording are retained without being over-written if 
the automatic sensing system has been triggered, (normally an 
accelerometer based “impact” detection) or the driver has manually 
triggered it. Similar problems of video storage will exist on AVs, but likely 
magnified in quantity due to more cameras and possibly of higher 



resolution. The storage options in a vehicle are greater, however. If the AV 
does not recognise a key event, a remote user or event participant could 
“inform the vehicle” that video data from an incident is required to be kept. 
Realistically, this needs to be within about 1 hour of the event to be sure of 
no accidental over-write. If greater video data storage requirements are 
mandated on AVs, this might be extended out to 12 hours. Once marked on-
vehicle as important and “to be kept”, the data needs to uploaded from the 
vehicle to the person or entity making the request, assuming the relevant 
agreements are in place. 

Consultation Question 18: Is there a need to review the way in which 
product liability under the Consumer Protection Act 1987 applies to 
defective software installed into automated vehicles?  

 Other  
 
Insufficient expertise on the legal aspects to make a useful contribution. 

Consultation Question 19: Do any other issues concerned with the law of 
product or retailer liability need to be addressed to ensure the safe 
deployment of driving automation?  

In general, I have insufficient expertise on the legal aspects to make much of 
a useful contribution, but would like to comment on one aspect: The use of 
artificial intelligence and machine learning in the area of driving automation. 
There are definitions and common understandings of the terms AI and ML 
and some of these are at this website: 
https://www.geeksforgeeks.org/difference-between-machine-learning-and-
artificial-intelligence/ 
With regard to an AV, the ADS is an artificial intelligence in that it makes 
decisions regarding driving. Once programmed, it will behave in a 
predictable, repeatable manner. Such a system can be type approved 
because its behaviour can be fully defined. (It may be complicated, long and 
expensive, but fundamentally it is possible). A machine learning system will 
use acquired data to create its own decision making algorithms. Vehicle 
manufacturers may use machine learning to optimise the design of the ADS 
during development, but should not deploy it in the control system itself. It 
is possible that an on-board ML system could be used to gather data and 

https://www.geeksforgeeks.org/difference-between-machine-learning-and-artificial-intelligence/
https://www.geeksforgeeks.org/difference-between-machine-learning-and-artificial-intelligence/


generate segments of decision making algorithms to be sent back to the 
manufacturer to improve the ADS to a new level at some point, but that ML 
system must not be allowed to affect the code that controls the vehicle 
directly. Any code changes must be demonstrated as complying with the 
type approval requirements. 
 
 
 
 
 
 
 
 
 
 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

  



Chapter 7: Criminal liability 

Some comments regarding Chapter 7: 
7.3  (4)  “Some offences do not arise directly out of the way a vehicle is 
driven. We consider the many other responsibilities placed on drivers - …… 
(a)   As a default position, we suggest that these responsibilities should be 
allocated to the user-in-charge of the vehicle.” 
This is a reasonable first level assumption, but I would suggest that a better 
approach would be to put as much onus on the vehicle itself as possible, and 
the residue is left to the “user-in-charge”. On-line checks can determine 
whether a vehicle is insured today. Surely it would make more sense for the 
vehicle to automatically make such a check before setting out on an 
autonomous driving task? My PC checks for software updates whenever I 
turn it on and there is internet access, or it waits until there is internet 
access…. Why can’t the vehicle check for insurance the same way?  
Likewise it should also check to make sure it has enough fuel / charge for 
the task and that it is likely to be able to cope with weather conditions 
which are forecast. Compared with the sophisticated systems on the 
vehicle, this is relatively trivial, and AVs should lead what should become 
mainstream for all vehicles with regards to automatic checks. 
Roadworthiness checks: an autonomous vehicle will have to self-monitor to 
some degree anyway, so why not formalise the minimum required “list” of 
checks and in doing so, encourage / mandate more widespread use of 
existing monitoring technologies (such as tyre pressure monitoring, tyre 
tread depth measurement, self-washing lights and self-washing cameras as 
standard, etc.).  
The vehicle should self-report any accident anyway, together with its 
accident event data and there is a reasonable argument that it should also 
self-report what it judges to be a “near-miss”.  
Why make these a manual process for a person? Surely greater consistency, 
process reliability, safety and reduced costs would be achieved by 
automation? It’s hardly rocket science, so why not take advantage of the 
opportunity to mandate it for these new vehicles? 
 
In 7.10 and 7.11 it states that “…Regulation 104 of the Construction and Use 
Regulations. This states that No person shall drive, or cause or permit any 
other person to drive, a motor vehicle on a road if he is in such a position 
that he cannot have proper control of the vehicle or have a full view of the 



road and traffic ahead.”, and then there is a discussion about this. My view 
on this is that it still holds for remote drivers. A remote driver should not be 
driving the vehicle without a full view of the traffic ahead. That view may be 
via a camera, but it is still a practical necessity and quite a reasonable 
requirement to comply with. Perhaps some guidance will be required about 
angle of view, image resolution & quality, etc., but “full view” seems a 
perfectly good overriding statement and doesn’t need changing. 
 

Consultation Question 20: We seek views on whether regulation 107 of 
the Road Vehicles (Construction and Use) Regulations 1986 should be 
amended, to exempt vehicles which are controlled by an authorised 
automated driving system.  

Yes, amend regulation 107 in this way  
 
The section of regulation 107 which states: “….is not attended by a person licensed to 

drive it unless the engine is stopped and any parking brake with which the vehicle is required to be 

equipped is effectively set “should be modified to exclude automated vehicles 
which are operating in an autonomous mode or which is in a state in which 
it could have an autonomous mode safely and legally engaged remotely.  
I would dispute that a remote driver is “attending” the vehicle unless he is 
actively monitoring or controlling that specific vehicle and no other, at that 
specific instant.  

Consultation Question 21: Do other offences need amendment because 
they are incompatible with automated driving?  

Yes  
 
I think more substantial consideration should be given to thoughts regarding 
stopping, waiting and parking and legislative aspects related to these. 
Electrification and automation, especially together, have the capability to 
confuse traditional boundaries. Terms like “ignition on”, “engine running” 
and “hand brake / parking brake” don’t truly reflect the status of EVs or 
electric AVs in the same way as a traditional ICE powered human driven car. 
If an unoccupied autonomous EV stops at a red traffic light, on the wavy 
lines on the approach, it may be in technically the same physical state as if it 



was “parked”, which is prohibited, of course. There are likely to be other 
cases where “Parking” and “Waiting” are treated differently in terms of 
restrictions at the edges of some roads. 
Clearly, AVs should not self-park on double yellow or double red lines. There 
is an area of uncertainty regarding how valid those lines are if they are 
faded or worn. A human driver will make a judgement as to whether those 
lines are still valid and appropriate, and can argue the point in court if 
required. What happens if an AV makes a similar mistake or marginal 
judgement?  
Also, some drivers park their vehicles so that they overhang the ends of 
double yellow lines, but not so that their tyre contact patch is actually on 
the lines. Drivers and parking attendants usually take a sensible, pragmatic 
approach to these issues, but not always. What would / should the position 
be for an AV? 
Also, current automated parking systems tend to leave generous gaps and 
only attempt to enter relatively large spaces. As systems improve, the gaps 
that they can park in will get tighter. If there is no occupant, the AV could 
park so tightly that its doors or tailgate cannot be opened – because they do 
not need to. But this might obstruct other car users from accessing their 
doors, or if parked longitudinally at a roadside, could make it such that an 
adjacent vehicle can’t actually get out of its parking spot. What is a 
“reasonable” gap to leave? How would this be enforced and who would be 
responsible in such a case? 
 
Parking notices often provide parking restriction information. This can be 
complex, verbose and sometimes misleading, or at least open to 
interpretation. On private land, the notices are horribly inconsistent but on 
public roads there is at least some more consistency. Perhaps greater 
standardisation of on-road parking signage would help AVs park legally and 
fairly. Perhaps for complex parking rules, signs could also be equipped with 
bar codes or QR codes so that the camera / vison systems can access an on-
line rule set relevant for that location.  
  



 
Example of a complex roadside parking restriction. 

 
It would not be reasonable for an AV to detect a vandalised, obscured or 
badly faded parking restriction sign? 
Some parking restriction signs are placed at intervals along a roadside. 
There may not be a sign immediately adjacent to a vacant kerb space, but 
there may be an obscured one further along. A human driver would get out 
and walk over to the sign to read it, but clearly an AV could not. What 
should the legal position when such an AV infringes such a parking 
restriction (for example, a time limitation) if it can’t “see” the sign in such a 
case? 

Consultation Question 22: Do you agree that where a vehicle is:  

(1) listed as capable of driving itself under section 1 of the Automated and 
Electric Vehicles Act 2018; and 

(2) has its automated driving system correctly engaged; 

the law should provide that the human user is not a driver for the purposes 
of criminal offences arising from the dynamic driving task? 

 Other  
Generally, I would agree that the law should provide that the human user is 
not a driver for the purposes of criminal offences arising from the dynamic 
driving task.  
However, there could be exceptions. It may be the case that some vehicles 
are fitted with an “emergency” mode which allows more risky driving, at 
higher speeds, allowing the vehicle to go through red lights when safe to do 



so, etc. A police car, an ambulance, a fire engine, a paramedic car, etc. all 
may have such a feature for obvious legitimate reasons. A good automated 
driving system should be safer than a human driver, if suitably developed, 
so this is a logical progression. A VIP vehicle (such as that transporting the 
prime minister or royalty) may not appear to be an emergency vehicle but 
may legitimately have such a feature for some protection against ambush or 
assassination. There may well be other legitimate cases. Presumably, the 
“use” of that feature by a non-driving “passenger” (who is NOT a “user in 
charge”), would be allowed but restricted to certain circumstances. eg. The 
policeman could use it in a car chase, etc. The occasions when this 
emergency feature may be used may become blurred with those occasions 
when it may not. If the emergency feature is used inappropriately, this 
should be an offence on the part of the non-driving passenger, even if the 
vehicle is operating fully autonomously and has full dynamic control.  
Alternatively, such modes of operation could be securely constrained to 
passengers who are qualified and designated as “user-in-charge” and that 
person takes responsibility for the driving task even if they are not directly 
engaged with it. This may be a suitable approach. 
On a related note, we currently allow vehicles to be sold and operated 
which can grossly exceed the speed limit. We rely entirely on the human 
driver to keep to the limit, but accept that sometimes this does not happen. 
Should we similarly permit AVs which allow any AV “user” to invoke an 
“emergency mode”, when its use may not be legal? Should this be possible 
by only a “user-in-charge” or any by “passenger”? If we do allow this, I 
would suggest only at the instruction of the “user-in-charge”, but this is 
open for discussion. 

Consultation Question 23: Do you agree that, rather than being 
considered to be a driver, a user-in-charge should be subject to specific 
criminal offences? (These offences might include, for example, the 
requirement to take reasonable steps to avoid an accident, where the 
user-in-charge is subjectively aware of the risk of serious injury (as 
discussed at paragraphs 3.47 to 3.57)).  

The user-in-charge carries some of the responsibilities that a human driver 
would. In general, the relevant offences which are possible are simply a sub-
set of those of a driver, so generally, I doubt any specific criminal offences 
need to be generated. For example, a normal driver should “take reasonable 



steps to avoid an accident”, but perhaps the different ways in which he may 
fail to do so differ sufficiently from those of a user-in-charge, to recommend 
new specific and clear classifications of offence.  
 
Within 7.23, the question is asked: “If human drivers are no longer 
responsible for dynamic driving offences committed when a vehicle is 
driving itself, what should happen if such a vehicle carries out a manoeuvre 
which (if done by a human) would amount to an offence?” but this is not 
asked in the consultation questions. I think it is worth answering and my 
response is “If the action would have amounted to an offence if a human 
was driving, then generally it should also be an offence if undertaken by an 
automated driving assistance unless evidence is provided that the action 
was sufficiently safe, did not cause an obstruction or hazard and did not 
cause undue alarm to other road users or individuals nearby. In this way, 
some of the “offences” which are committed by human drivers but which 
are accepted by other road users and the police, would be allowed by an 
automated vehicle if it could be shown that the action was still safe. 
Speeding may be one such offence, following a vehicle closely may be 
another. 

Consultation Question 24: Do you agree that:  

(1) a registered keeper who receives a notice of intended prosecution 
should be required to state if the vehicle was driving itself at the time and (if 
so) to authorise data to be provided to the police? 

Agree  
 
Whilst I agree with the direct question, there is perhaps more a question of 
data transfer facilitation, automation and responsibility. 
From a practical viewpoint, it is unlikely that voluminous datasets would be 
recorded indefinitely. Video records, for example, would only be stored on 
vehicle for a short period unless marked specifically to be kept. Regular 
uploading of large video files from the vehicle for its entire route is 
problematic even assuming that there is a space to store them off vehicle. 
The relatively compact data, such as location data every second or every 10 
seconds in automated mode, could be stored on-vehicle for short periods 



and downloaded, say, daily, or could be kept on vehicle for months and 
downloaded at service or maintenance intervals.  
Careful thought should be given as to what data is stored, where and for 
how long. If automated downloads are to be relied upon (and I think they 
should), does the registered keeper need to authorise, or should the police 
be able to access uploaded data as and when needed and justified? If an 
automated upload fails, should the registered user, the user-in-charge, or 
someone else be held responsible? I think this area needs further thought 
and discussion. 
 

(2) where the problem appears to lie with the automated driving system 
(ADS) the police should refer the matter to the regulatory authority for 
investigation? 

Agree  
 
I agree, but the police should also provide whatever other evidence is 
available to the investigating authority. This may be in the form of other 
video evidence, witness statements, photographs of damage, etc. 
Where the police suspect criminal intent (such as interference with the ADS 
to facilitate a crime) this should also be passed to the investigating 
authority, who should retain responsibility for the ADS part of the 
investigation but liaise with the police for the rest. 
 
(3) where the ADS has acted in a way which would be a criminal offence if 
done by a human driver, the regulatory authority should be able to apply a 
range of regulatory sanctions to the entity behind the ADS? 

Agree  
 
I agree with this point but would like to raise the issue of tampering or 
unauthorised modification. If this has occurred and has been proved to have 
had a material effect on the performance of the ADS, causing it to have 
acted in a way which which would be a criminal offence if done by a human 
driver, then the entity behind the ADS should not be held responsible – that 
should lie with the person or organisation which tampered or made the 
modification. 



 

(4) the regulatory sanctions should include improvement notices, fines and 
suspension or withdrawal of ADS approval? 

Agree  
 
I agree with all of the sanctions suggested. Consideration should be given to 
temporary suspension of approval pending improvement actions depending 
on the severity / seriousness of the problem (similar to “grounding” a type 
of aircraft if a critical fault is found) 

Consultation Question 25: Do you agree that where a vehicle is listed as 
only safe to drive itself with a user-in-charge, it should be a criminal 
offence for the person able to operate the controls (“the user-in-
charge”):  

(1) not to hold a driving licence for the vehicle; (2) to be disqualified 

from driving; (3) to have eyesight which fails to comply with the 

prescribed requirements for driving; (4) to hold a licence where the 
application included a declaration regarding a disability which the user knew 

to be false; (5) to be unfit to drive through drink or drugs; or (6) to 
have alcohol levels over the prescribed limits?  
 
Given the option, I would also include driving (or monitoring) whilst tired as 
another case. If the user-in-charge needs to be in a fit state to take over 
responsibility, this should cover excluding due to drowsiness. Like drink or 
drugs, the levels will change with time but the logic remains the same. 

Consultation Question 26: Where a vehicle is listed as only safe to drive 
itself with a user-in-charge, should it be a criminal offence to be carried in 
the vehicle if there is no person able to operate the controls?  

 Other  
If the user-in-charge is required to be in the vehicle and to operate the 
controls in the vehicle, this is a reasonable approach. Consideration should 
be given to the case where there is a user-in-charge who is unfit. Is it 



reasonable to expect that a non-user-in-charge passenger would always be 
able to determine that an offence was being committed? A blind passenger 
may not realise that one of the group in the vehicle, who should be in the 
driving seat, isn’t, or is not wearing their glasses, though needs to do so to 
drive. Is the blind person committing an offence? Contrast with the case of 
the user-in-charge being over the alcohol limit, is it fair to prosecute a blind 
passenger in that case? What if the passengers are all children? 
In some cases, perhaps the onus should be placed on the individual who 
requests or authorises the journey. Should this always be a user-in-charge? 
If the vehicle can drive with a remote user-in-charge, how could the 
occupants know whether the user-in-charge is at his workstation 
throughout the duration of the journey? Would the vehicle stop if the 
remote user-in-charge had to leave his workstation to go to the toilet, for 
example? 
 
 Consultation Question 27: Do you agree that legislation should be 
amended to clarify that users-in-charge:  
(1) Are "users" for the purposes of insurance and roadworthiness offences; 
and 

(2) Are responsible for removing vehicles that are stopped in prohibited 
places, and would commit a criminal offence if they fail to do so? 

 Other  
1) As per my response to question 5, I think that automated vehicles in 

particular (and any potentially any connected vehicle in future) should 
automatically check its own insurance status on-line each day. 
Roadworthiness is more problematic. Most human drivers will notice 
substantial roadworthiness failings but often, in practice, miss more 
subtle failings. Eg. A flat tyre is usually noticeable, but a tyre slightly 
below recommended pressure may not be. I suggest that a high level 
of automated self-checking systems by mandated for automated 
vehicles, to minimise these issues. Direct tyre pressure monitoring 
systems (which measure pressure directly) could be mandated 
without difficulty. Also, the monitoring of tyre pressure with wheel 
speed and GPS derived vehicle speed, allows the rolling radius of the 
tyre to be assessed, potentially to determine gross tyre wear.  
Concealed issues may be determined in some cases by better 
instrumentation on the vehicle (oil state, oil level, brake pad wear, 



etc.) but issues like worn steering joints or split CV boots would be 
more difficult and similar to the problems a normal driver faces – in 
practice they are left to servicing / MOT checks. 
Issues like failed indicator or other light bulbs can be sensed 
automatically, but broken lamp lenses or cracked glazing will be more 
problematic. 
Gross and unpredictable crash damage may be difficult for a vehicle to 
determine, but a damage event (an impact of some sort) could trigger 
the requirement for human inspection before the vehicle drives 
autonomously again. 
In summary, greater vehicle self-checking is quite feasible, cost 
effective and something we should encourage anyway. Driving 
automation justifies pushing this forward to become the norm. The 
residual issues could be the responsibility of the user-in-charge, if 
there are sufficient to justify this. Possibly, and hopefully, there may 
not be, with servicing / checks at suitable intervals dealing with the 
remainder. Note that if a vehicle fails an MOT on safety grounds, the 
driver / owner is not automatically prosecuted with driving an unsafe 
vehicle, though clearly must have done so. This logic could be 
extended to the ADS. 

2) The automated vehicle should not stop or park in a location which 
endangers itself or other road users. There may be logic in making the 
user-in-charge responsible in the short term, but ultimately, the ADS 
must get it right and failure to do so should rest with the entity 
responsible for the ADS. The general philosophy should be “If in 
doubt, don’t!” The requirement for achieving a “minimal risk 
condition” is important and will demand that developers consider this 
carefully. Again, automated vehicles are sophisticated devices and will 
recognise when they are in a minimal risk condition and should 
automatically call for assistance / removal. If the car can’t call due to 
signal strength issues, it is likely that the user-in-charge cannot either. 
It is true that the human user-in-charge can walk to the nearest 
emergency phone on a motorway, although from a safety viewpoint, 
this is hardly advisable. Since E-call coverage is assumed across the 
motorway network, “Help-call” should also be available. 

 



Consultation Question 28: We seek views on whether the offences of 
driving in a prohibited place should be extended to those who set the 
controls and thus require an automated vehicle to undertake the route.  

The phrase “set the controls” does not appear to be defined and is 
confusing. The user may decide to select or recommend a route but it is the 
ADS which takes responsibility for actual direct and motion. 
The responsibility should lie with the entity responsible for the ADS, not the 
user-in-charge nor anyone else, unless someone has tampered with the 
system, in which case that individual would be responsible. 
Regarding offences related to driving where it is illegal to do so, the vehicle 
must not do this on safety grounds. Whilst driving on bridleways or cycle 
tracks has some dangers, entering a level crossing and driving up a railway 
line is likely to be much more dangerous. The entity responsible for the ADS 
must ensure that these do not happen and provide safeguards against such 
dangers and the associated offences. Whether the technology solution uses 
GPS based geofencing or vision recognition technology is irrelevant – the 
responsibility should rest with the entity responsible for the ADS, not the 
user-in-charge, or anyone else, in my opinion. Geofencing is not difficult and 
will be a legal requirement for some parts of ECE Reg 79, ACSF (automated 
lane changing) – it is not unreasonable to require it for greater levels of 
autonomy. 

Consultation Question 29: Do you agree that legislation should be 
amended to state that the user-in-charge is responsible for:  

(1) duties following an accident; (2) complying with the directions of a 

police or traffic officer; and (3) ensuring that children wear appropriate 
restraints?  
 
Regarding responsibilities including duties following an accident, complying 
with the directions of a police constable, and children wearing seat belts. 
Again, a large proportion of this can and should be automated. 
It is my opinion that the duties after an accident should be to automatically 
send an e-call, then automatically send data related to the accident, 
including surround video clips, sensor data and any other reasonable data. If 
the vehicle is too badly damaged, a tough event data recorder on vehicle 



(like an aircraft “black box”) should record the same, so that investigators 
can access afterwards without undue hindrance. 
The ability to comply with the directions of a traffic officer should still be 
required of an ADS. Whilst this may be problematic in the short term, a 
number of standard messages could be generated and used by the officer as 
a hand held bar code, QR code or by direct radio transmission of some type.  
Occupants should wear seatbelts. Most modern cars have occupant 
detection sensors (pressure or weight sensors on the seats) and switches in 
the belt buckles. They will emit an alarm if the seat is occupied and the belt 
buckle not latched. Whilst some get around this by latching the belt buckle 
then sitting on the belt (!), it is possible to include a sensor on the belt spool 
which determines how much webbing has been paid-out. If insufficient to 
pass around a person, the alarm could still be triggered. Such systems could 
be linked to the ADS and prevent motion until safe belt wearing is 
determined. This is straightforward with existing technologies and vehicle 
features. 
More problematic is ensuring the safe use of child seats, particularly those 
with their own harness system. This could be the responsibility of the user-
in-charge, or alternatively, of the individual who requests or authorises the 
journey.  

Consultation Question 30: In the absence of a user-in-charge, we 
welcome views on how the following duties might be complied with:  

(1) duties following an accident; 

(2) complying with the directions of a police or traffic officer; and 

(3) ensuring that children wear appropriate restraints. 

My response to Question 29 still holds for most of the above cases where 
the vehicle has no user-in-charge present.  
Regarding the issue of children in child restraints, this could be the 
responsibility of the user-in-charge, or alternatively, of the individual who 
requests or authorises the journey.  On a fully driverless car, this could be 
the mother putting her child in the car at home, or a teacher putting the 
child in the car at school to come home. Neither need be the “user-in-



charge” (a fully capable and qualified “driver”), but responsible enough to 
undertake the child installation and (if required) the child seat installation. 

Consultation Question 31: We seek views on whether there is a need to 
reform the law in these areas as part of this review.  

There is probably very little reform required to achieve the above. The e-call 
legislation could be expanded to include greater data sets for autonomous 
vehicles. Whilst it is true that conventional vehicles only register impacts 
sufficiently severe to deploy, restraint systems, the perception sensing 
systems on automated vehicles are far more sophisticated and together 
with low threshold accelerometers (such as those used in dash cams and 
mobile phones) can identify very slight impacts. Indeed, there is a strong 
argument that perception sensors can and should also report “near-misses”, 
in case these are the result of an ADS error or poor judgement. These should 
be reported to the AIB rather than the police. 
Traffic officers may need to carry some additional equipment to convey 
messages to fully automated vehicles, but this may simply be an app on a 
phone to display a QR code which the officer holds up to the forward 
looking camera, as they would hold up their hand to demand a vehicle to 
stop. An authentication of the traffic officer would be required in some 
form. 
Regarding seatbelts – the requirement to detect and warn of non-use is 
likely to be a European requirement soon anyway – using this to interlock to 
the ADS is hardly a big step beyond that. 
Regarding the use of child seats, and seatbelts, this is slightly less clear, but 
generally, parents and teachers have responsibility for the safety of children 
in their care. This would be an example of that. Why would this need any 
additional legislation? 
It could, and perhaps should be the responsibility of an adult to ensure that 
a child is seated in the proper child restraint at the start of the journey. The 
child restraint manufacturers could include their own buckle detection 
switches with battery powered alerts which the autonomous vehicle can 
detect, in case the child delatches the buckle. Some child seats already have 
similar devices to alert if the IsoFix system is not properly latched; this could 
be similar but with a radio (Blue-tooth?) link to the vehicle. The vehicle ADS 
could then decide the most appropriate response (verbal warning, stop, 
slow down, return to the start point, etc.). It should be noted that most child 



restraint systems are designed to be difficult for the young child to open and 
older children who can, are more likely to listen to reason. The vehicle 
manufacturers have researched and adopted a number of warning 
strategies to encourage users to buckle or rebuckle their seat belts.  

Consultation Question 32: We seek views on whether there should be a 
new offence of causing death or serious injury by wrongful interference 
with vehicles, roads or traffic equipment, contrary to section 22A of the 
Road Traffic Act 1988, where the chain of causation involves an 
automated vehicle.  

 Other  
Insufficient expertise to make a useful contribution. 

Consultation Question 33: We seek views on whether the Law 
Commissions should review the possibility of one or more new corporate 
offences, where wrongs by a developer of automated driving systems 
result in death or serious injury.  

 Other  
Insufficient expertise to make a useful contribution. 
  



Chapter 8: Interfering with automated 
vehicles 

 

Consultation Question 34: We seek views on whether the criminal law is 
adequate to deter interference with automated vehicles. In particular:  

(1) Are any new criminal offences required to cover interference with 
automated vehicles? 

 Other  
Insufficient expertise to make a useful contribution. 
 
 (2) Even if behaviours are already criminal, are there any advantages to re-
enacting the law, so as to clearly label offences of interfering with 
automated vehicles? 

 Other  
Insufficient expertise to make a useful contribution. 

Consultation Question 35: Under section 25 of the Road Traffic Act 1988, 
it is an offence to tamper with a vehicle’s brakes “or other mechanism” 
without lawful authority or reasonable cause. Is it necessary to clarify that 
“other mechanism” includes sensors?  

Yes  
 
In normal usage, a mechanism is a mechanical apparatus in which 
movement is involved to achieve an objective. A solid state electronic 
system might not be considered to be a mechanism. 

Consultation Question 36: In England and Wales, section 12 of the Theft 
Act 1968 covers “joyriding” or taking a conveyance without authority, but 
does not apply to vehicles which cannot carry a person. This contrasts 



with the law in Scotland, where the offence of taking and driving away 
without consent applies to any motor vehicle. Should section 12 of the 
Theft Act 1968 be extended to any motor vehicle, even those without 
driving seats?  

Yes  
It would appear reasonable to extend to any motor vehicle, but should this 
be limited to motor vehicles or should it also include “intelligent trailers”? 
These may not be considered to be self-propelled on the roads, (as they are 
requiring a tow vehicle) but may have torque vectoring motors for 
acceleration assistance, braking and stability control. Also, they may or may 
not have a low powered drive system to allow some pedestrian hand 
controlled parking and manoeuvring off road.  

Consultation Question 37: In England and Wales, section 22A(1) of the 
Road Traffic Act 1988 covers a broad range of interference with vehicles 
or traffic signs in a way which is obviously dangerous. In Scotland, section 
100 of the Roads (Scotland) Act 1984 covers depositing anything on a 
road, or inscribing or affixing something on a traffic sign. However, it does 
not cover interfering with other vehicles or moving traffic signs, even if 
this would raise safety concerns. Should section 22A of the Road Traffic 
Act 1988 be extended to Scotland?  

Other  
Insufficient expertise to make a useful contribution. 
 

  



Chapter 9: "Machine Factors" - Adapting road 
rules for artificial intelligence decision-making 

 

Consultation Question 38: We seek views on how regulators can best 
collaborate with developers to create road rules which are sufficiently 
determinate to be formulated in digital code.  

As mentioned previously in Chapter 4, it is most likely that type approval of 
automated vehicles will require the determination of suitable behaviour in a 
very wide range of circumstances, usually described as “scenarios”. As such, 
almost the entire ADS decision matrix will be determinate and there is no 
reason not to include the cases where road traffic laws might be broken in 
order to improve safety outcomes, or in extreme circumstances, to improve 
traffic flows. 

Consultation Question 39: We seek views on whether a highly automated 
vehicle should be programmed so as to allow it to mount the pavement if 
necessary:  

(1) to avoid collisions; (2) to allow emergency vehicles to pass; (3) to 

enable traffic flow; (4) in any other circumstances?  

(1) In the case of avoiding collisions, it should be reasonable to allow 
the vehicle to mount the kerb if the vehicle ADS can have a 
sufficiently high confidence that it is safe to do so. The level of 
confidence required would need to be agreed as a rule or guideline. 
The greater the number and sensitivity of sensors, the greater the 
confidence level in the judgement that the pavement condition was 
safe. Likewise, the wider and more sparsely populated the 
pavement, the greater the confidence level that the pavement 
condition was safe. Clearly, the judgement must be made 
considering the speed of the vehicle but there should be no 
artificial speed constraint on this manoeuvre to save life.  



(2) This would require a similar safety confidence level to (1) above but 
could / should have a speed limit associated with the manoeuvre 
(perhaps 3mph?), to further reduce risk of injury, but not so slow as 
to impede the emergency vehicle excessively. 

(3) Enable traffic flow – As per (2) above with a lower speed limit, 
perhaps 1mph, to lower injury risk still further. 

(4) Other circumstances may include when the road is partially flooded 
or partially collapsed or partially covered due to landslide or a fallen 
tree. In these cases, a low speed mounting of a kerb to pass the 
obstruction would be reasonable assuming that it was safe to do so. 
The traffic flow of the ego (automated) vehicle has a similar value 
and risk as for other traffic flow so the same kerb mounting speed 
would be appropriate. 

Consultation Question 40: We seek views on whether it would be 
acceptable for a highly automated vehicle to be programmed never to 
mount the pavement.  

In my opinion this would not be acceptable. It is a crude and simplistic 
approach which does not consider safety from a holistic viewpoint and 
would not be justifiable. 

Consultation Question 41: We seek views on whether there are any 
circumstances in which an automated driving system should be permitted 
to exceed the speed limit within current accepted tolerances.  

Speed limits are there for good reasons, but the main one is that while we 
humans are good judges of “relative” risk, we are poor judges of 
“absolute” risk. Prolonged periods of high speed driving causes a 
distortion of speed perception. Irrespective of what we individuals 
consider to be safe at any point in time, a speed limit is a simple standard 
which is easy to understand and is likely to be a reasonable value for a 
vehicle’s speed with a reasonably acceptable risk associated with it. 
Obviously, legal speed limits exist in 10mph increments, but at any 
instant, the risk associated with speed is on a continuum, so the indicated 
limit can only be an approximation. 



Unfortunately, speed limits and their enforcement have been taken 
further to be the ultimate expression of safety, or lack of it. This is a pity 
because speed limits being treated as “the safe speed” is simplistic at 
best and dogmatically ludicrous at worst. This can be illustrated by 
thinking about the weather. In the UK, it is often overcast, sometimes 
raining and sometimes worse. If a motorway speed limit is 70mph, is this 
for a sunny day, an overcast day, a rainy day or a foggy day? If it is only 
valid for the rare sunny, clear dry day, most of the time the limit will be 
too high, people will drive “too fast” and there will be too many 
accidents. But this is not the case in practice – our overcast, rainy 
motorways are remarkably safe. Fog, however, is a totally different issue. 
Who would be mad enough to drive in thick fog at 70mph? 
(Unfortunately, some do however, perhaps because of the excuse that 
the “labelled” speed limit is still 70mph?). Clearly, some common sense is 
called for, and fortunately, most of the time most drivers have enough of 
it not to have accidents, but not always.  

Weather is one aspect, but there are many more. How heavily laden is 
the vehicle? How much tread is on the tyres? How hot are the brakes? 
How fast are the driver’s reactions? (sleepy, drugged, drunk, etc.) If you 
see someone driving slowly on the motorway and drifting across lanes, 
they may be asleep … or on the phone. They have slowed because they 
recognised the risk, to some extent, of being distracted.  

So many things can affect what is the “safe” speed for a vehicle. We can, 
and do make such judgements every day, and usually, we get it about 
right. 

An automated vehicle uses various perception sensors to determine what 
is going on around it and how to drive, including how fast to drive. Those 
sensors do not “get used” to driving at high speed, but have a defined, 
repeatable behaviour. An autonomous vehicle can (and perhaps should) 
know how heavily laden it is (from suspension sensors), how much tread 
depth and adhesion is available. It could also know how hot the brakes 
are.  It will know how quickly it can make decisions. In short, it can 
calculate, in real time, what is the fastest “safe” speed for the vehicle and 
can provide a mathematical justification for that value, so it is not logical 
for it to be constrained to the crude approximation of a speed limit. 



Speed, or more accurately, velocity, has three specific aspects when it 
comes to road safety. The higher the speed, the greater the kinetic 
energy, so stopping and slowing distances are greater and also likely the 
greater the severity of a crash. Also, the higher the speed, the shorter the 
time to react to an event at a specific distance from the vehicle. The third 
aspect relates to these in that differences in vehicle speeds cause traffic 
flow perturbations. If all the traffic is travelling at the same speed, in the 
same direction, the absolute risk of a serious accident is very low indeed. 
It is perturbations in the traffic flow which are the main problems – 
causing changes in speed and therefore accidents, which themselves 
cause very sudden changes in speed, which can kill. 

So logically, an autonomous vehicle should most likely decide that the 
safest speed in a given traffic condition is the same speed as everyone 
else….. even if that is above the posted limit.  

But if there is no other traffic, why not let it decide for itself? If the 
sensing sophistication is sufficient, it is likely to be a better real-time 
judge of what is instantaneously safe for that vehicle than the simplistic 
marked speed limit. 

Consultation Question 42: We seek views on whether it would ever be 
acceptable for a highly automated vehicle to be programmed to “edge 
through” pedestrians, so that a pedestrian who does not move faces 
some chance of being injured. If so, what could be done to ensure that 
this is done only in appropriate circumstances?  

Yes, there are occasions when it would be appropriate to “edge through” a 
group of pedestrians where it is clear that the pedestrians are aware of the 
vehicle and can easily move out of the way. The case of a group of 
pedestrians standing around a casualty on the roadway is an interesting and 
problematic case. A human driver would recognise the direction of view of 
the crowd (mostly towards the casualty) and they would look for visual cues 
as to what was causing the crowd. As the sensor systems are unlikely to be 
able to detect the casualty directly through the crowd, it is likely that the 
vision system will need to behave in a similar way to a human driver and to 
wait until a clear cause is determined, rather than push through. However, 
in some crowd cases it should be reasonably clear that it is safe to edge 



through. A crowd walking slowly in the same direction to or from a football 
match for example. A system should only be deployed if it can cope with the 
various scenarios it is likely to face, and the default position should be NOT 
to edge through unless it is sure that it is safe to do so. 

Consultation Question 43: To reduce the risk of bias in the behaviours of 
automated driving systems, should there be audits of datasets used to 
train automated driving systems?  

 Other  
 
The ADS should be able to determine sufficient information about any 
“target” it is likely to encounter, to be able to safely negotiate passing it. 
Not all systems will need to identify all targets (a system in Finland need not 
be able to correctly identify a kangaroo, for example), so some degree of 
regionality is appropriate. This is discussed in the narrative to Chapter 4 (see 
related document). The datasets used to “train” ADS recognition, should 
reflect the region and a core minimum be mandated as a requirement for 
operation in that region. If this approach is used and the core minimum 
target set is suitable, there will be no relevant bias issues. An audit may be 
very time consuming and misleading. It is possible that system may 
sufficiently trained be able to be used in a variety of different regions. The 
system used in Finland may be able to correctly detect kangaroos, but it 
must certainly be able to detect reindeer. The minimum core is much more 
important than whether all are appropriate. The minimum core should be 
encapsulated in the legal requirements so not need an audit outside the 
type approval framework. 

Consultation Question 44: We seek views on whether there should be a 
requirement for developers to publish their ethics policies (including any 
value allocated to human lives)?  

Yes  
 
Fundamentally, yes and I would go further. In an extension to the ethics 
policy, the ADSE should provide substantial documentation describing how 
it expects the system to behave in a range of relevant and ethically 
challenging scenarios. This should be sufficiently detailed for an accident 



investigator to be able to determine how the system should have behaved 
in a given accident scenario, assuming sufficient data was collected. If the 
vehicle did behave in that way but the outcome was not “acceptable” then 
the ADSE should change its ethical approach. If the vehicle did not behave 
as expected, this suggests a fault in the system which should be further 
investigated. Hence, the ethics policy should be used as a tool to help 
accident investigation, rather than a justification for a moral choice, or 
worse, a vanity project. Its structure and content should be consistent with 
other manufacturers, so an industry template is probably required.  

Consultation Question 45: What other information should be made 
available?  

As per response to Q44, the ADSE should provide substantial 
documentation describing how it expects the system to behave in a range of 
relevant and ethically challenging scenarios. This should be sufficiently 
detailed for an accident investigator to be able to determine how the 
system should have behaved in a given accident scenario, to assist in 
determining whether a failing was due to the ethics behind the decision or a 
systemic failing.  

Consultation Question 46: Is there any other issue within our terms of 
reference which we should be considering in the course of this review?  

There are a number of issues which I have included in a consolidated 
document comprising your questions, my answers and the further 
comments and information. This will help put those comments into context 
The document will be e-mailed to the automatedvehicles e-mail address and 
Jessica Uguccioni. There is a closely related subject I include below: 
 
Multi-Articulation Vehicles 
Partial automation can allow safe use of multi-articulation vehicles. 
Multiple articulation vehicles are illegal in most parts of the world (except 
parts of Australia), including the UK, with some very specific exceptions. This 
is because they are difficult to control on curves and are extremely difficult 
to reverse. 
Partial autonomy and intelligence within the rearmost segments would 
allow them to self-align on the roadway, check for obstructions, such as 



pedestrians between segments and to initiate controlled turns when 
reversing, This may make such vehicles practical and more economic than 
current limitations allow. Examples may include: 
• Road trains (trucks with multiple articulated trailer segments) 
• Bendy buses with more than one bend. 
However, UK law would have to change to allow them, but some specific 
control requirements would need to be defined. Logically, as this is an 
extension of vehicle automation, it should be included in the Law 
Commission work, or at least raised as an option to be considered. 
 

 


